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Abstract
The thesis is focused on the Explainable Artificial Intelligence (XAI). Since
Artificial intelligence (AI) is tightly coupled with (XAI), we will provide an
overview of both. The overview consists of the history of both technologies
and the introduction.

In the thesis is explained what leads the need for XAI. The thesis also
contains some of the techniques used in XAI and libraries that implement
such techniques.

The thesis includes experiments with libraries and compares the results
to each other and other work.

Abstrakt
Diplomová práce je zaměřena na vysvětlitelnou umělou inteligenci. Vysvětli-
telná umělá inteligence je pevně spřažena s umělou inteligencí, tedy v práci
jsou popsány obě odvětví. Práce obsahuje popis historie a úvod do proble-
matiky.

V práci je popsáno proč je nutné umět vysvětlit rozhodnutí umělé inte-
ligence. Práce také obsahuje techniky používané pro vysvětlitelnou umělou
inteligenci a knihovny, které používají popisované techniky.

Byly provedeny experimenty s knihovnamy a porovnány výsledky technik,
jak mezi sebou, tak s ostatními pracemi.
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1 Introduction

Although we have heard the term Explainable artificial intelligence (XAI)
only recently, it is quite an old topic. The earliest work on XAI can be found
several decades ago[98, 103]. At that time, the Artificial intelligence (AI) and
Machine learning (ML) were still in the development, and the resources were
very limited.

In the last decade, the AI and ML started to be used almost everywhere,
due to cheap resources like computational power and data. Because of that, AI
achieved (super) human performance (DeepBlue beating best chess player[6],
IBM Watson winning in Jeopardy![42] or AlphaGo beating best player in
Go[1]) and started to be used in many industries like healthcare, law, defense,
finance or self-driving cars [29].

AI has played key role in many sci-fi movies where such a system surpassed
its creators (e.g., Terminators Skynet1 or A Space Odyssey2). This concern
brought fear from AI into many people, including Stephen Hawking or Elon
Musk [3], and started programs like DARPAs XAI [47], whose aim is to create
AI that would be able to explain its decision (Figure 1.2).

Figure 1.1: The future vision [47].

1https://en.wikipedia.org/wiki/Skynet_(Terminator)
2https://www.imdb.com/title/tt0062622/
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XAIs aim is to create trust between machines and humans and create
safer and more transparent AI that would explain its decisions to its users.
The explanation is most important in industries where people’s lives depend
on the outcome of these systems. This topic also brings the AI ethic to
life because we have to define the morality of the AIs decision. AI ethic is
currently studied field where the researchers put people around the world
and study their decisions on some moral problems3 [27, 82].

Figure 1.2: Moral Machine —Judge interface. This particular choice is
between a family or old people [14].

In this thesis, we will introduce both AI and XAI, and point the im-
portance of explainability and why it is crucial and beneficial to be able to
understand the decisions of AI systems.

We will introduce some XAI algorithms that are used nowadays and search
libraries or other services that could help us with the task of explaining AIs
decisions.

Finally, we will demonstrate the use of XAI algorithms with the help
of found libraries. We will discuss the output of the XAI and compare our
results to other work.

3https://www.moralmachine.net
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2 Artificial intelligence

The first definition of AI could be in 1950, where Turing [105] introduced a
test, Turing test, to test a machine’s intelligence. However, according to a
book [34], the AI terminology was born at a workshop in 1956. Since then,
the field was studied, but we have discovered only a tip of the possibilities.
At first, there was a slow development, but in the 90’s and early 21st century
the computers started to have enough computing power and data for AI to
be used in health and pharmaceutics, data mining, logistics, and other areas.

AI classification can be grouped by how close the AI can emulate human
thinking. Thus we can differentiate how the system compares to humans in
terms of versatility and performance. Based on these criteria, we classify AI
systems on the similarity to the human mind and their ability to "think".
This ability could be classified into four basic categories: reactive machines,
limited memory machines, a theory of mind [101], and self aware [21] AI.

Reactive Reactive machine has no memory, only corresponds to different
stimuli. It is the oldest type of AI system, and it is also the "simplest".
These systems do not have any kind of memory (no ability to learn) and
are very limited to what they can do. Often they are programmed to
do only one specific thing, thus reacting to a limited set or combination
of inputs. A popular example of reactive machine AI is DeepBlue[6], a
machine that beast a master at chess.

Limited Memory Machines Limited Memory Machines have the same
capabilities as reactive systems but uses memory to improve its re-
sponses. These systems learn from historical data, which are used to
improve decisions. Nearly all of today’s existing applications fall into
this category (e.g., chatbot or self-driving car).

Theory of Mind A theory of mind-level AI will understand the entities it
is interacting with by comprehending their needs, emotions, beliefs, and
thought processes. It is still a concept or work in progress. To create AI
of this level, researchers need to create a system that perceives humans
as individuals whose minds can be defined by multiple factors [101].

Self aware AI Self aware AI This is the final stage of AI development, which
currently exists only hypothetically. Self-aware AI has evolved to be so
similar to the human brain that it has developed self awareness [21].
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The ability to learn and improve from data was so significant that it
formed another field within the AI called ML. ML shifted focus from achiev-
ing artificial intelligence to solving practical problems. It changed from the
symbolic approaches and looked towards methods and models used in stat-
istics and probability theory [67].

After a while, Le et al. [68] revisited the old concept (deep neural net-
work), and they made the first unsupervised network in 2011. This network
was trained to recognize higher-level concepts, such as cats, only from watch-
ing unlabeled images [68]. Deep neural network theory was first abandoned
because researchers did not have enough computing power and data to prove
it, hence why it was possible from the last decade. This research started the
"boom" of Deep learning.

Deep learning is part of a broader family of machine learning (the re-
lationship between AI, ML and Deep learning (DL) can be observed at
Figure 2.1) based on Artificial neural networks (ANN) with representation
learning. ANN are neural networks similar to biological neural networks, but
their connections are static instead of dynamic.

Figure 2.1: Relationship between AI, ML and DL

2.1 Machine learning
In 1959, defined Arthur Samuel the ML as the ability for computers to learn
without being explicitly programmed. In practice, the programmer does not
have to write every possible state. Instead, the task shifts to finding an
algorithm that can extract patterns from the dataset and using the patterns
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to build a predictive model that approximates a function that generalizes
the data [96].

In this context, generalization means to perform accurately on new unseen
data, after processing the training data set. The training data set is usually
full of examples from some generally unknown probability distribution [31].

Because the training sets are not infinite, and the future is uncertain,
learning theory does not yield guaranteed algorithm performance. Instead,
the results are provided with bounds of certainty. The correctness can be
improved with better training data, which is a topic by itself because the
data can be under-fitted or over-fitted, so we need to provide balance to the
training data set [22].

2.1.1 Types of learning
The learning process can have different approaches. Typical for most of the
applications in ML is unsupervised and supervised learning. We will list only
some of the learning techniques:

Supervised learning Supervised learning algorithm creates a mathemat-
ical model that contains both inputs and desired outputs. The super-
vised learning algorithm learns a function that can be used to predict
the output associated with new inputs. The training data contains a set
of features that include one or more inputs and their assigned label [28].

Unsupervised learning Unsupervised learning is the ability to find pat-
terns in features without any human intervention. This means that the
algorithm receives only inputs, and from those inputs, it is supposed
to classify the data [28].

Semi-supervised learning This is the mix of both supervised and unsu-
pervised learning algorithms. Researchers found that having a small
amount of labeled data and unlabeled data can produce better results
(learning accuracy) [62].

Reinforcement learning Reinforcement learning is an area of machine
learning where software agents receive rewards for their actions. Agents
gradually learn what actions produce the best reward [44].

Self-learning Self-learning is a learning with no external rewards and no
external teacher advice [25].
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Other learning techniques Other techniques include sparse dictionary
learning [104], transfer learning [92], adversarial learning [81], feature
learning [30] and so on.

2.2 Artificial neural network
Designed in 1943 by McCulloch and Pitts [73], ANNs were inspired by inform-
ation processing in biological systems, but ANNs differs from live organisms.
The biological brain of most living organisms is dynamic and analog, but
ANN is static and symbolic. The structure in ANNs consists of interconnected
nodes called neurons and set of edges that connect neurons [86].

Figure 2.2 shows one artificial neuron, that has three inputs to the neuron
(xi) and output y. Each input has weight assigned (wi) and is connected to
the neuron. Weight show significance of the input. Transfer (or threshold)
function f computes the weighted sum (∑︁)

Figure 2.2: Artificial neuron.

The primary function of ANN is to receive a set of inputs and perform
several procedures on input sets and use the resulted output to solve some
problems [86, 97].

ANN tries to optimize the weights of the neurons so that the network has
the best accuracy in interpreting the output based on a given input. Training
ANNs can be done with the addition of backpropagation.

Backpropagation is a method that relays the information backward so
that the algorithm can compute the gradient. This process (gradient descend)
is then done iteratively to achieve the best accuracy [56].
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2.2.1 Types of Artificial neural networks (ANN)
In ANN, there are a lot of architectures, each designed for a different type
of tasks. Feedforward Neural Network (FNN) is one of the basic networks,
and many architectures are built with principles from this network. We will
provide just an overview of some of the architectures.

Figure 2.3: Types of neural network with their architecture[106].

Feedforward Neural Network (FNN)

FNN is a basic type of ANN that has a connection between neurons that do
not form a circle (examples of FNN can be seen in Figure 2.5). Connections
have a weight assigned to them, and they provide output to one neuron and
input to another. Weight represents relative importance [86, 97].

Auto Encoder

Auto Encoder is a type of unsupervised (§2.1) neural network (Example in
Figure 2.3d) that is typically used for reducing the dimensionality of data
by removing redundant information. The network consists of reduction and
reconstruction layers. The network includes an internal “bottleneck” layer of
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a smaller dimension. Since the bottleneck layer has fewer neurons than the
input layer, it has to represent or encode the information in the subsequent
layers’ inputs to reconstruct the input. Everything on the left side of the
bottleneck layer is called the encoding part, and on the right is the decoding
part. The result of the network bottleneck may identify only significant
features of the data [64].

Deep Belief Network (DBN)

DBN (Example architecture Figure 2.3e) is a class of Deep neural networks
(DNNs)(§2.3). The network has multiple layers, where the first two layers
form an associative memory. Lower layers in the network receive input from
layers above. The learning process is done layer by layer, where the output of
one layer is training data for the layer below. DBN can be used for generating
and recognizing images, videos, and motion-capture data [53].

Long / Short Term Memory Network (LSTM)

LSTM (Example architecture Figure 2.3b) introduces gates and explicitly
defined memory neurons. Each neuron has a memory cell and three gates:
input, output, and forget. These gates are used for regulating the data flow
inside the network. The forget gates usage is to reset the information stored in-
side the memory. LSTM can be used for sequential data, like text or video [54].

Gated Recurrent Unit (GRU)

GRU (Example architecture Figure 2.3c) is slight variation of LSTM. Instead
of three gates, they have two: update gate and reset gate. Reset gate has the
same functionality as forget gate from LSTM. Update gate has two functions:
first, it determines how much information to let in and how much to keep
from the previous state. Since GRU does not have an output gate, they
always send out their full state. GRU is, on smaller datasets, faster and less
expensive to run than LSTM [32].

Generative Adversarial Network (GAN)

GAN (Example architecture in Figure 2.3f, red neurons in the middle are the
output of one network and input for the other) is made out of two networks
that work together. The first network is generating content for the discrimin-
ating (second) network. The discriminating network receives either training
data or content from the first network, which is then evaluated and serves
as input to the generating network. Both networks then compete with each
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other, where the discriminating network is getting better at differentiating
the learning and generates data. The generating network is getting better at
generating data. This architecture can be difficult to train because if one of
the models is much better than the other, the GAN will not converge [45].

Capsule Network (CN)

CN (Example architecture in Figure 2.3i, green neurons with square in the
middle are capsule cells) is a special type of CNN(§2.2). CN adds struc-
tures called capsules (group of neurons) into the CNN which provides new
alternative to pooling layer(§2.4.1). Capsules are outputting a vector instead
of weight, allowing the transfer of more information, like position, color, or
orientation of a feature [93].

Recurrent Neural Network (RNN)

RNN (Example architecture in Figure 2.3a) are FNN that depend on con-
nections through time. Neurons are fed information from the previous layer
as well as information from themselves from the previous pass. This means
that the order of data the neuron is provided matters.

RNN suffers a problem where the information could get lost over time
because the weight of the previous information could become 0 or really big,
and such information has no meaning. Nevertheless, the occurrence of this
phenomenon is dependent on the activation function (§2.2.3) used [41].

RNN is often used for advancing or completing information (autocom-
plete).

Convolutional neural network (CNN)

In deep learning, a Convolutional neural network (CNN) (Figure 2.3h) is a
class of deep neural networks, primarily used for image analysis (can be also
used for text classification [60]). More detailed description is in Section §2.4.

2.2.2 Loss functions
Loss functions for classification are computationally feasible functions rep-
resenting the price paid for the inaccuracy of predictions in classification
problems [91]. In other words, the results of loss functions are telling how
accurate is the solution.

The commonly used functions are:
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Mean Square Error/Quadratic Loss/L2 Loss Mean squared error loss
functions are used to measure the accuracy of a model. Mean squared
error is the average of the squared difference between predictions and
observation. The smaller the number, the better the prediction is [85,
91].

Mean Absolute Error/L1 Loss Similar to mean squared errors, but are
measured as a sum of absolute differences between predictions and
observations [85, 91].

Cross-entropy Loss Cross-entropy loss function is often used for classi-
fication, where the network is classifying into binary class. The loss
function has an output between 0-1. So we can classify value that is
smaller than 0.5 as a "0"[85].

2.2.3 Activation function
An activation function is a neuron’s property, a function of all the inputs
from previous layers. The output of activation functions is the input for the
next layer. Models’ ability to process non-linear problems is dependant on
the activation function [56].

Some of the types:

Softmax is usually at the output layer. Softmax will output probabilities for
the output classes. Each component in the output will be between 0-1
(representing probability), and the components add up to 1. The com-
ponent with the highest probability (number) is the predicted class [56].

Sigmoid is a squashing function. Squashing functions limit the output to a
range between 0 and 1 [35].

ReLu is a linear function that will output the input directly if it is positive.
Otherwise, it will output zero [79].

2.2.4 Optimizers
Gradient descent is one of the most popular algorithms for optimizing neural
networks. Gradient descend has three variants [55, 61, 89]:

Batch gradient descent Batch gradient descent, computes the gradient of
the cost function for the parameters for the entire training dataset. The
calculation needs to be over the whole dataset to perform one update.
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Stochastic gradient descent Stochastic gradient descent performs a para-
meter update for each training example.

Mini-batch gradient descent Mini-batch gradient descent takes the best
of both worlds and performs an update for every mini-batch of n training
examples.

Most known stochastic gradient descent algorithms are Adam [61] and
Adadelta [55, 89].

2.2.5 Metrics
Metrics is a function that is used to judge the performance of a model. Since
they are mostly derived from confusion matrix (§2.2.5), we will introduce it
first, after that, we will look at the calculated metrics (§2.2.6).

Confusion Matrix

Confusion matrix [100] typically looks like in Table 2.1. Matrix can be used for
any classification model. Typically, rows represent actual class and columns
represent the predicted class.

Predicted class
P N

Actual class P TP FN
N FP TN

Table 2.1: Confusion Matrix

In binary classification, the classes are Positive and Negative. This creates
a 2x2 matrix containing these basic values:

TP True-Positive is the number of Positive cases classified correctly.

TN True-Negative is the number of Negative cases classified correctly.

FP False-Positive is the number of cases where the model predicted Positive
class, but the actual class was Negative. Also known as Type 1 Error.

FN False-Negative is the number of cases where the model predicted Neg-
ative class, but the actual class was Positive. Also known as Type 2
Error.
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2.2.6 Calculated Metrics
Using the basic values, different metrics can be computed:

Precision (2.1) Out of all predicted Positive cases, how many were correct.

Precision = TP

TP + FP
(2.1)

Recall (2.2) Out of all actual Positive cases, how many were correctly pre-
dicted, meaning how close were the measurements to each other.

Recall = TP

TP + FN
(2.2)

Accuracy (2.3) is the most common performance metric for balanced data-
sets. It is a ratio of the correctly guessed predictions and the total
number of predictions. It does not work well for an unbalanced dataset
since it may give way to methods biased towards the majority class.
Often used when every class is equally important [74].

Accuracy = TP + TN

TP + FP + TN + FN
(2.3)

2.3 Deep learning
DL is part of ML (§2.1) methods that utilize ANN (§2.2). Although the
evolution of DL started between the 1940s and the 1960s, researchers did
not have enough computational power and data to truly test the limits of
the developed methods [23, 97].

The DL uses hierarchical level of the ANN to carry out the process
of ML (§2.1). This structure then enables to the process of data with a
nonlinear approach, as opposed to traditional programs that are built in a
linear way (Figure 2.4) [23, 97].

The deep in the name of these learning methods comes from the use of
multiple layers in the network. The layers consist of an input and output
layer and a hidden layers between these two layers. There are also shallow
neural networks that differentiate betweenDNN by the number of hidden
layers. To be considered a shallow network, the network has to have up to
two hidden layers (not a set standard, but most researchers agree). Example
ANN for the shallow and deep neural network can be seen in Figure 2.5 [23].

DL can achieve higher accuracy because of the number of hidden layers
that are added to the network, because of the high computational power,
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Figure 2.4: Differences in accuracy between DL and traditional programs[80].

and because of the large volume of data that is fed to it. The significant part
is also the type of learning (§2.1.1) used [56], because it can enable us to use
even more data (e.g., we do not have to label data). By having large datasets,
the chance that the model has not seen some cases gets significantly lower,
thus less chance of failing and higher accuracy.

In our experiments (§6) we will be using CNN, we will describe this type
of DL network (DNN) in more detail (§2.4).

Figure 2.5: Example ANN for shallow and deep neural network

2.4 Convolutional neural network (CNN)
CNN takes raw input image vector and outputs single perceptive score func-
tion (weight). The last layer (§2.4.1) contains loss function(§2.2.2) which is
affiliated to the classes. Since CNN is mostly used for images, we can encode
image-specific features into the architecture [84].
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Architecture of CNN consist of three basic types of layers (convolutional,
pooling and fully-connected). When these layers are stacked, they form ar-
chitecture of CNN. Figure 2.6 shows simplified architecture of CNN. Archi-
tecture in example includes all layer types (7 layers in total) and outputs
probabilities for four classes.

Figure 2.6: Example CNN with simplified architecture with convolutional,
pooling and flatten layers. (Image courtesy of [4])

2.4.1 Layers
Although ANNs have many different layer types, we will list only some of
the layers specific for CNN.

Convolutional layer

The objective of the convolutional layer is to extract low-level features, such as
edges, color, or gradient orientation from the input image. With the addition
of more convolutional layers, we can extract more precise features (high level),
and the model can gain a better understanding of the image.

For the calculation, the rectified linear unit (ReLu) is used. ReLu aims
to apply element-wise activation function (§2.2.3), such as sigmoid, to the
output of the previous layer.

In practice, that means that we have a filter with three hyperparameters
(depth, stride, and padding), and the filter goes all over the image, triggering
kernels (when they see specific features). This triggering is commonly referred
to as activation [84].

Pooling layer

Pooling layers are used to reduce the complexity of the model by reducing
the number of parameters. This layer reduces the dimensionality of the
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representation.
The pooling layer operates over each activation in the input and scales

the dimensionality using max, average, or sum function. For example, the
kernel of dimensionality 2x2 will reduce original activation down do 25% of
the original size [84].

Fully-connected layer

The fully-connected layer contains neurons that are directly connected to
the neurons in the two adjacent layers.

Flatten layer

Removes all of the dimensions of the input except for. E.g., from the shape
(64,10) to shape (640).

2.5 Neural Network Frameworks
ANN (§2.2) frameworks are often used to implement applications that are
used for ML. They implement models(§2.2.1), optimizers (§2.2.4) and met-
rics (§2.2.5) mentioned in §2.2 and many more features that are then used to
create applications that use ML models (including DL models). Frameworks
help developers speed up the process of creating models, by offering simplified
API. Some of the frameworks:

Tensorflow [18] Tensorflow is open source library to help with development
and training ML models.

Keras [11] Keras is open source interface used for running Tensorflow or
Microsoft Cognitive Toolkit (CNTK). Keras simplifies the usage of
libraries and includes helpful functions.

Pytorch [15] Pytorch is open source machine learning library developed
by Facebook.

In our experiments (§6) we will be using CNN using framework Keras
(with Tensorflow).

2.6 Trustworthiness of an AI
Even if we know the basic functionality of an AI and ANN (§2.2), we usually
do not know what leads to the final decision, which is why these systems are
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often referred to as "black boxes", that produce values that are interpreted
to signify a certain meaning. While there may be no need for an explanation
when such a system is used for predicting what movie I would like to watch
next, there are certainly some fields where knowing why the system produced
some value is crucial. If we start to question the AIs decision, especially if
there is a system that influences people’s lives, we raise questions like [48]:

• Why did you do that?

• Why not something else?

• When do you succeed?

• When do you fail?

• When can I trust you?

• How do I correct an error?

Suppose we are unable to answer these (or similar) questions. In that case, it
can lead to a disaster for the company, government, or whoever uses such a
system, since the system can be biased (or have different flaw) and we would
not even know about it.

2.7 Explainability need
Instead of long theoretical discussions, let us demonstrate why some systems
need to be explainable.

Self-driving car can potentially miss interpret some objects, and the car
could crash into them. Who will be responsible for the crash, the pas-
senger, software developer, or car manufacturer?

Cancer detection system’s goal is to detect cancer. It could be disastrous
if the system misinterprets the healthy tissue as cancer or misrecognize
the cancer type as malignant whenever it benign. In this case, the
patient could become depressed over nothing.

Mortgage system that is deciding if the person is eligible for a mortgage or
not. Knowing why they did not get the loan can lead them to a path
where they fix their problems.

Those problems are just a few examples where the human looks at the
AI problem as a black box, and there is a need to make it white box and, if
not entirely, then at least for AI explainability.
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2.8 AI ethics
From the example of self-driving cars (§2.7), we can see that there could be
potentially a problem of defining the car’s behavior.

Researchers are now focusing on general human behavior, and they are
gathering data on human decisions from all around the world. These research
papers are guiding developers, how machines should make moral decisions.
One of the experiments can be found on Moral Machine1 [27, 82].

1https://www.moralmachine.net
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3 Explainable artificial
intelligence

Explainable artificial intelligence (XAI) is an old topic. The earliest work
on XAI can be found several decades ago[98, 103]. ML hit high popularity
in the last decade. With the availability of large datasets and more com-
putational power, ML systems have achieved (super) human performance
(DeepBlue beating best chess player[6], IBM Watson winning in Jeopardy![42]
or AlphaGo beating best player in Go[1]) in a wide variety of tasks.

At first, there was no need to explain AIs decisions made by these sys-
tems, because, in the past, the AI algorithms were easily interpretable (§4.1).
Nowadays, the algorithms used are complex, and even the most straightfor-
ward deep neural network cannot be easily understood. The need for an XAI
started to be more apparent when these systems appeared in our everyday
lives. Unfortunately, such systems were so complicated that no one could
understand or predict the outcome of the given input. The need was most
notable in industries where human lives depend on these systems’ outcomes,
like healthcare, law, defense, or finance [29].

XAIs algorithms are used to explain AIs (§2) predictions. At its core XAI
is a subset of Artificial intelligence (AI), but that does not mean that we
have to apply AI to AI, ultimately it is human-agent interaction problem. So
XAI needs to be able to explain its decision efficiently. It depends on whom
we explain such a decision (Examples on the difference is in Figure 3.1).

Figure 3.1: Explaining to different target audience [29].
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3.1 Explainability / Interpretability Defini-
tion

Explainability and interpretability are often, in the context of machine learn-
ing, interchanged.

Interpretability is the degree to which humans can understand the cause
of a decision. In other words, interpretability is about being able to
discern the mechanics without necessarily knowing why.

Explainability is the extent to which the internal mechanics of a machine or
deep learning system can be explained in human terms. Explainability
is being able to quite literally explain what is happening.

Because of how close these terms are, in this thesis, the terms explainab-
ility and interpretability will be used interchangeably[33, 76].

For a system to be better, there should be a consideration for interpretab-
ility because it helps ensure unbiased decision-making, i.e., to detect, and
consequently, correct from bias in the training dataset. Interpretability can
act as insurance that only important variables infer the output, i.e., guaran-
teeing that an underlying truthful causality exists in the model reasoning[49].

3.2 Explainability Approaches
Explainability can be focused on different aspects of ML. We can focus on
data explanation, where we try to understand the features in the dataset.
We can focus on the model that uses the dataset and explain its decisions.
Such a model can be directly interpretable(§4.1), or we can explain it post
hoc.

Directly interpretable means the model itself is constructed so that
we can explain its decisions(also called white boxes).

Post hoc means that we are explaining the model after it is constructed.
After constructing the model, we probe into the model with a companion
model to create interpretations (Figure 3.2)[26, 95].

Post hoc approaches can be differentiated by the scope they are taking a
look at. Some approaches aim to explain the model as a whole. This approach
is called a global interpretation. The opposite of global interpretation is local
interpretation[95].

We can also differentiate if the explanation is static or interactive. The
static explanation is unchangeable, so such an explanation can not be

19



Figure 3.2: Example of post hoc architecture.

changed. Interactive, on the other hand, can be changed, allowing users to
ask for a different explanation or provide a more in-depth explanation until
the user is satisfied with the explanation[26].

Algorithms for explanations can be aimed at one specific model, or they
can be model-agnostic. Model-agnostic means that the algorithm does not
care which model it is explaining[29].

In this thesis, we will focus on model interpretability with static inter-
action. An overview of how we can explain can be seen in Figure 3.3. Ex-
planation based on samples means that we explain based on one data point.
Explanation based on feature is taking the whole feature into account.

Figure 3.3: Explainability approaches

If we look at the scope in more detail we can differentiate the methods
in following groups:
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• Algorithm transparency (§3.2.1)

• Global model interpretability (§3.2.2)

• Global model interpretability on a modular level (§3.2.3)

• Local Interpretability for a Single Prediction (§3.2.4)

• Local Interpretability for a Group of Predictions (§3.2.5)

3.2.1 Algorithm transparency
Algorithm transparency is about how the algorithm creates the model, how
it trains a model from the data, and what kind of relationships it can learn,
which means that the inputs and the algorithm’s usage must be known. This
understanding is about knowing the algorithm but not about the learned
model created in the end and not about how the individual predictions are
made[39].

In this thesis, we will focus on the interpretability of the trained models
and decisions made by these algorithms.

3.2.2 Global model interpretability
Global model interpretability tries to explain the behavior of the whole
model. We can describe the model as interpretable if we can comprehend the
entire model at once. Interpretation with this method starts by identifying
prototypical cases for the output quantity (3.1) and allowing in principle to
verify that the function has a high value only for the valid cases.

x∗ = argmaxxf(x) (3.1)

This approach cannot explain which features are essential and what inter-
actions are happening between them. Achieving global model interpretability
is very difficult because humans cannot easily hold in memory large amounts
of data, so the model with many features will likely still be too complicated
to explain[77, 95].

3.2.3 Global model interpretability
on a modular level

Similar to global model interpretability, but divides the whole model into
smaller parts. By doing that, we can understand parts of the model and, in
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doing so, understand the model. If we take the Naive Bayes model with many
features, we cannot efficiently work with so many variables. If we split this
model into a single weight, we can easily understand and work with such
information. While global model interpretation might be too complicated for
us, this approach will make models understandable, at least on a modular
basis. That said, not all models can be split into smaller parts. For example,
linear models have weights interconnected to each other, and we cannot
isolate one single weight[77].

3.2.4 Local Interpretability for a Single Prediction
Local interpretability for a single prediction is taking a look at the model’s
output for one specific instance(e.g., single data point or feature). In the
explanation, it should highlight features that are relevant to it. By focusing
on a single instance, the otherwise complex model might become easier to
understand. This method might reveal more straightforward linear or mono-
tonic dependence on some features, instead of having complex reliance on
them[77].

3.2.5 Local Interpretability for a Group Prediction
Local Interpretability for a Single Prediction is similar to local interpretability
for a group of predictions. However, instead of one investigation of why the
model made a specific decision for one instance, it examines it for a group of
instances. Model predictions for multiple instances can be explained by global
model interpretation (on modular level) or with explanations of individual
instances. By taking a group of instances and applying global methods, we
can treat the group as a complete dataset and explain this subset. Another
technique is to explain each instance and then list or aggregate results for
the group [77].
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4 Techniques

In this chapter, we will take a look at the most notable methods.
The simpler the model the more interpretable it is, but also less accurate

(Figure 4.1). Most interpretable methods (models) will be located in section
with interpretable models (§4.1), in sections Local model interpretability(§4.2)
and Global model interpretability (§4.3) will be algorithms that are suitable
to explain DNNs.

Figure 4.1: Accuracy vs interpretability of a model [94].

4.1 Interpretable models
In this section, we will see that model itself could be self-explanatory. These
models are made by a subset of algorithms that create interpretable models.
These models are usually widely known, so we will not go into details. Models
that are interpretable by design are called Ante-hoc Explainability (AHE).
Interpretable models can be examined for: safety/reliability, fairness/lack of
bias, causality, or robustness [40].
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4.1.1 Linear Regression
The term regression and its evolution primarily describe statistical relations
between variables. The simple regression is the method that explores the
relationship between one dependent variable and one independent variable.
The simple linear regression model can be stated as: y = β0 + β1x + ϵ, where
y is the dependent variable, β0 is the y intercept, β1 is the slope of the simple
linear regression line (represents the learned feature weights or coefficients),
x is the independent (explanatory) variable and ϵ is the random error. This
simple linear regression model can then be enhanced with more features.
This process is called multiple linear regression, and the final notation will
be: y = β0 + β1x1 + · · · + βnxn + ϵ. From this notation, we can predict the
outcome of an instance by summarizing its n features. To find optimal weights
(β1 . . . βn) we can use various methods. Usually, the least squares method
is used to find the weights to minimize the squared differences between the
actual and the estimated outcomes [43].

To make the "correct" version of the model, the data’s relationships have
to meet certain assumptions, which are linearity, normality, homoscedasticity,
independence, fixed features, and absence of
multicollinearity [43].

Linearity This means that the response variable’s mean value is a linear
combination of the parameters (regression coefficients) and the pre-
dictor variables.

Normality It is assumed that the target outcome given the features follows
a normal distribution. If this assumption is violated, the estimated
confidence intervals of the feature weights are invalid [77].

Homoscedasticity This means that different values of the response variable
have the same variance in their errors, regardless of the values of the
predictor variables [77].

Independence This assumes that the errors of the response variables are
uncorrelated with each other.

Fixed features The input values are considered as "fixed". The feature is
considered fixed if they are treated as given values instead of statistical
variables.

Absence of multicollinearity Having strongly correlated features is prob-
lematic because it becomes hard to estimate the weights. In this situ-
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ation, the feature effects are additive, and it becomes unclear to which
feature the attribute belongs to.

Interpretation

A fitted linear regression model can be used to identify the relationship
between a single explanatory variable (xj) and a dependent variable (y)
while other explanatory variables are fixed. The interpretation of weight in
the linear regression model depends on the type of the feature (e.g., numerical,
binary or categorical) [43].

In Figure 4.2 we can see visualization of some example data. The black
line is fitted linear regression line.

Figure 4.2: Example of linear regression.

4.1.2 Logistic Regression
Logistic regression is used to categorize the dependent (outcome) variable
(predict if the email is spam or not).

The most common example of modeling is linear regression model (§4.1.1),
where the dependent variable is assumed to be continuous. The logistic regres-
sion differentiates from the linear model (Figure 4.3) because the outcome
variable is binary (it is also possible to have multiple classes). Logistic re-
gression has three types [46]:

Binary logistic regression This type classifies into two possible outcomes.

Multinomial logistic regression Classifies for three or more categories
without ordering.
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Ordinal logistic regression Classifies for three or more categories with
ordering.

Figure 4.3: Example of linear regression and logistic regression. Input data
are the black dots. Note that logistic regression is in binary range (0-1)[17].

Interpretation

The interpretation of any fitted model requires to be able to draw practical
inferences from the estimated coefficients in the model. For most models, we
need to know the estimated coefficients for input variables. The estimated
coefficients represent the slope (i.e., rate of change) of a function. Thus for
interpretation, we need to determine the relationship between input and
output variables and define the unit of change for input variable[46].

4.1.3 Decision Tree
Decision tree (Tree example in Figure 4.4) is a tree-like structure where
each node represents a test on an attribute, each connection represents the
outcome of the test, and each leaf node represents the class label.[58, 87]
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Figure 4.4: Example simple decision tree[87].

Decision Rules

The decision tree can be approximated if we linearize the tree into decision
rules. Assembly of the rules follows this procedure: The content of the leaf
node is the outcome, and the conditions that we followed along the path
form a set of conditions. The set of conditions then form a conjunction in
the if statement (if condition and condition2 then outcome) [88].

Interpretation

Interpretation of small decision trees is straightforward because the only
thing we have to do is plot the tree. We might lose the interpretability for
big trees, but the model is still transparent because we can follow the path.

4.2 Local model interpretability
Local model interpretability includes techniques that uses principles discussed
in §3.2.4 and §3.2.5.

4.2.1 Local Interpretable
Model-Agnostic Explanations

Local Interpretable Model—Agnostic Explanationss (LIMEs)[90] overall goal
is to identify an interpretable model (can include any model from §4.1) over
the interpretable representation that is locally faithful to the classifier. LIME
is model-agnostic, so it treats every model as a black box, thus should be
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able to explain any model. LIME can be used for text data, tabular data or
images.

To help us understand how the original model behaves, LIME needs to use
a representation of data, that we can easily recognize. For example, explaining
the image classification, one way of showing the explanation can be a vector
with pixels, or super-pixels (cluster of pixels, for example, in Figure 4.5), that
have their values as present or missing.

Figure 4.5: Showcase of image which is divided into super-pixels [110].

Super-pixel is a cluster of pixels with similar color and brightness. A
similar approach can be used for text classification, where the output can be
a vector with a pair of words and values, where values indicate if the word
is present or missing. Both approaches can then be used to visualize and
pinpoint, which features are mostly used as a deciding factor for the classifier.
Description of the LIME algorithm steps can be seen in Figure 4.6 [90].

Figure 4.6: LIME framework diagram.

Example

Simplified example:

1. Select instance (image)

2. Divide the image into super-pixels (Figure 4.5).
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3. Create new dataset with perturbed images (Essentially create similar
images)

4. Tests the predictions by turning the super-pixels on or off (Figure 4.7a)

5. Train a weighted, interpretable model (Figure 4.7b)

6. Select the best feature (perturbed image) by interpreting the trained
model

7. Show result (Figure 4.7c)

Figure 4.7: a) Random data perturbation step with weight assigned, b)
Weighting and sampling instances, c) Select and show the super-pixels with
best prediction [110].

4.2.2 Shapley values
Shapley values is a solution concept in the cooperative game theory of fairly
distributing both gains and costs to several actors working in a coalition.
The Shapley value applies in situations when each actor’s contributions are
unequal, but each player works in cooperation with each other to obtain the
gain or payoff. Although the original work is designed for use in games, we
can use Shapley value for a prediction task by defining the "game" as the
prediction task for a single instance of the dataset. The "gain" as the actual
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prediction for this instance minus the average prediction for all instances and
the "players" as the feature values of the instance that collaborate to receive
gain. To calculate Shapley value, we need the average marginal contribution
of a feature value across all possible coalitions. Since computing, all possible
coalitions can be very time-consuming. We can simplify this task to compute
only a few samples of the possible coalitions. [51]

Interpretation of the Shapley value for feature value n is: The value of
the n-th feature contributed to the prediction of this particular instance
compared to the average prediction for the dataset. The Shapley value is
the average contribution of a feature value to the prediction in different
coalitions [77].

4.2.3 SHapley Additive exPlanations (SHAP)
SHapley Additive exPlanations (SHAP) first introduced by Lundberg and
Lee [70] and is based on Shapley values (section 4.2.2).

The goal of SHAP is to explain the prediction of an instance x by com-
puting the contribution of each feature to the prediction.

The SHAP method computes the Shapley values. In this case, the fea-
ture values act as "players" in a coalition. Shapley values then tell us the
fair distribution among the features. Similar to LIME, the explanation is
represented as an additive feature attribution method, as a linear model [70].

Additive feature attribution method is described in Equation 4.1. the
f(x) is the original model, g(x) is the explanation model, x

′ is simplified
input (has several omitted features), such that x = hx(x′). ϕ0 = f(hx(0))
represents the model output with all simplified inputs missing. ϕi is the
feature attribution for a feature i.

To compute Shapley values, we simulate that some features are present
and some are absent. The representation as a linear model of coalitions for
the computation is actually the trick of computing the ϕi’s. For the feature
of interest, we can omit every feature that is absent, so we can then simplify
the formula to Equation 4.2.

f(x) = g(x′) = ϕ0 +
M∑︂

i=1
ϕix

′

i (4.1)

f(x) = g(x′) = ϕ0 +
M∑︂

i=1
ϕi (4.2)

The properties of ϕi’s have to satisfy some properties to be considered
Shapley values:
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Local accuracy When approximating the model for a specific instance,
local accuracy requires the explanation model to at least match the
output of the model for the simplified input x

′ .

Missingness Missingness means that the feature that is missing gets attri-
bution of zero, so such a feature should not have any impact.

Consistency Consistency states that if a model changes so that some simpli-
fied input’s contribution increases or stays the same, then the Shapley
value should also increase or stay the same.

Deep SHAP

Deep SHAP combines Shapley values(§4.2.2) and DeepLIFT[99]. DeepLIFT
linearizes non-linear components of a neural network. Deep SHAP adapts
DeepLIFT to become a compositional approximation of SHAP values. Deep
SHAP combines SHAP values computed for smaller components of the net-
work into SHAP values for the whole network (§3.2.5) [70].

Figure 4.8: Example of Kernel SHAP with original instance X and instance
with absent super-pixels [77].
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Kernel SHAP

Kernel SHAP (Example in Figure 4.8) combines two different ideas:
LIME (§4.2.1) and Shapley values (§4.2.2). Kernel SHAP uses linear re-
gression model (linear LIME model), and an appropriate weighting kernel
to locally approximate function f. The regression coefficients of the LIME
model estimates the SHAP values. Kernel SHAP is model agnostic method,
but offers also model specific variant [70].

Tree SHAP

Introduced in the research paper [71]. This version of SHAP aims to explain
tree-based ML models such as random forests, decision trees(§4.1.3), and
gradient boosted trees. The proposed class TreeExplainer is also part of the
library SHAP(§5.1.3).

TreeExplainer enables new local explanation method, which builds on top
of Shapley values(§4.2.2). TreeExplainer enables the exact computation of
optimal local explanations for tree-based models, extends local explanations
to capture feature interactions directly, and provides a new set of tools for
understanding global model structure based on many local explanations[71].

4.2.4 Teaching explanations for decisions (TED)
Teaching explanations for decisions (TED) provides meaningful explanations
that match the mental model of the consumer. The meaningful explana-
tion is information that provides an understandable explanation to the tar-
get audience, is actionable and flexible enough to support various technical
approaches[52, 66]. This algorithm can be used for tabular, textual, and
image data.

TEDs model produces both decision and an explanation, instead of expos-
ing models parameters of how the model produces a decision. The explanation
provided can be adapted for the targeted audience[52].

In Figure 4.9, we can see the architecture of the proposed algorithm.
Notice the different inputs, that include the explanation (in any form), and
output of the whole architecture, which includes the classification and ex-
planation (Merged in training time).
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Figure 4.9: Overview of TED algorithm[52].

4.3 Global model interpretability
Global model interpretability includes techniques that uses principles dis-
cussed in §3.2.2 and §3.2.3.

4.3.1 Boolean Decision Rules via Column Generation
Boolean Decision Rules via Column Generation creates a globally inter-
pretable model for binary classification and is used for tabular data.

The model uses Boolean rules in either disjunctive (DNF) or conjunctive
(CNF) normal form. DNF classification rules are also referred to as decision
rule sets, where each conjunction is considered a rule. At least one rule has
to be satisfied to be considered as a positive prediction[36].

The method uses integer programming formulation for the Boolean rule
(DNF or CNF) learning. It uses the large-scale optimization technique of
column generation (CG) to search over all possible clauses, so that only
useful clauses are generated or selected. CG starts with a small number of
clauses, and iteratively adds missing clauses (pricing problem) until there
are no improving clauses[36].

This method is best for small datasets, where it has the best interpretab-
ility and accuracy. Larger datasets might loose those aspects and add high
computational time[36].

4.3.2 ProfWeight
ProfWeight is post hoc explanation algorithm (§3.2), which enhances the
performance of another simple white-box model (lasso, decision trees, etc.).
The idea is to have high performing DNN model and create an interpretable
"copy" of that model. The implementation of this algorithm can be found in
AIX360 (§5.1.1). This algorithm can be used for tabular, textual, and image
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data.

Figure 4.10: Network with added probes (in the picture marked as diode
with label Pk). Probes have output Yk̂ and are attached to layers Hk [38].

The algorithm adds probes into the intermediate layers of original pre-
trained DNN (Figure 4.10). Probes’ goal is to obtain original models’ pre-
dictions at the layer the probe is located. The probe is essentially a linear
model with bias, followed by a softmax activation function [38].

The confidence scores (Figure 4.11) is a plot of the correct label of input
at each of the probe outputs. The confidence score forms a curve that is
called a confidence profile for that input [38].

Figure 4.11: Confidence scores for two examples. Left example has high
confidence score and is considered as "easy" and example on the right is
considered "hard" [38].

When the probes are planted, the algorithm takes the confidence scores
and feeds it to the neural network, which outputs an optimal weighting. The
primary function of this process is to identify examples that the model will
most likely fail on. The simple model ignores the "hard" examples. To identify
the potential "hard" example, the algorithm computes the area under the
confidence score [38].

To summarize, the algorithm is performing following steps [38]:
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• Attach and train probes on intermediate representations of a high
performing neural network.

• Train a simple model on the original dataset.

• Learn weights for examples in the dataset as a function of the simple
model and the probes.

• Retrain the simple model on the final weighted dataset.
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5 Libraries

This section lists libraries that we have found with our search. First we will
describe some of the libraries, and then, we will compare the libraries.

5.1 Model interpretability
This section will have libraries that focus more on the model interpretation
rather than model debugging or visualization.

5.1.1 AI Explainability 360 (AIX360)
AI Explainability 360 (AIX360)1 is a toolkit developed in Python. This toolkit
was designed to include multiple algorithms that help with explainability.
The toolkit offers API, which unifies the interface for each interpretable
algorithm, thus simplifying the toolkit usage. It is also prepared for custom
implementation so that the user can add his algorithms. [26]

AIX360 contains multiple algorithms with different aims. Some focus on
explaining data or model. Those algorithms that focus on model are then
differentiated by how they explain and what is the scope they look at. As of
now AIX360 contains these algorithms:

• ProtoDash [50]

• Disentangled Inferred Prior VAE [65]

• Contrastive Explanations Method [37]

• Contrastive Explanations Method
with Monotonic Attribute Functions[72]

• Local Interpretable Model—Agnostic Explanations (LIME) - described
in §4.2.1

• SHapley Additive exPlanations (SHAP) - described in §4.2.3

• Teaching explanations for decisions (TED) - described in §4.2.4

• Boolean Decision Rules via Column Generation (Light Edition) - de-
scribed in §4.3.1

1Located at http://aix360.mybluemix.net
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• Generalized Linear Rule Models[108]

• ProfWeight - described in §4.3.2

5.1.2 Local Interpretable Model—Agnostic Explana-
tions (LIME)

The used algorithm is described in §4.2.1. The code was introduced together
with the research paper [90]. LIME package is written in Python and is
available on GitHub2 or can be installed via Pip3. The package supports
explaining text, tabular data, or images.

LIME package can use any classifier that implements a function that
takes in raw text or NumPy array and outputs a probability for each class.
The package also contains a scikit-learn classifier.

Authors state that they want to add more features to this package, but
as of now, it supports only LIME algorithm with the above limitations and
features.

5.1.3 SHapley Additive exPlanations (SHAP)
Used algorithm is described in §4.2.3. The code was also released with the
paper by Lundberg and Lee [70] and is available at GitHub4 or via Pip5.

The main package is written in Python and offers various explainers.
These explainers usually have some focus which makes them better for some
tasks:

TreeExplainer TreeExplainer is an implementation of Tree SHAP (§4.2.3)
and is used to compute SHAP values for trees.

DeepExplainer DeepExplainer is an implementation of Deep
SHAP (§4.2.3) and is used to compute SHAP values for deep learning
models.

GradientExplainer GradientExplainer is used for deep learning models
for computing approximate SHAP values.

LinearExplainer LinearExplainer is for linear models.
2https://github.com/marcotcr/lime
3https://pypi.org/project/pip/
4https://github.com/slundberg/shap
5https://pypi.org/project/shap/
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KernelExplainer KernelExplainer is an implementation of Kernel SHAP
(§4.2.3) which is model agnostic method to compute SHAP values for
any model.

5.1.4 Skater
Skater is Python package available at GitHub6 or via Pip7. The project
started as a research idea and incorporated algorithms that interpret models
both locally or globally. Skater also includes naturally interpretable models.
At the repository, they offer many examples. [16]

5.1.5 XAI
XAI is a machine learning library that was designed by The Institute for
Ethical AI and ML. Package is available at GitHub8 or via Pip9. The library
has been designed to analyze and evaluate data and models and was developed
to emphasize AI explainability. XAI implements a glass box model that has
many visualization functions. XAI, at this date, is still in its alpha version
(0.0.5). [7]

5.1.6 InterpretML
InterpretML is a package available at GitHub10 or via Pip11.

This package offers an interpretable model designed and developed for
this package by Nori et al. [83] in their research paper. The research paper
drafts this package and the design of the Explainable Boosting Machine
(EBM). EBM is an interpretable model that can be as accurate as black-box
models. Other than that, InterpretML also offers other interpretable models,
black-box models, and tools for explaining black-box models. The package
offers a unified interface, so interchanging models or explainers is much more
comfortable. [83]

5.1.7 Others
This section lists other libraries that focus on interpreting models. We will
not go in detail for each library:

6https://github.com/oracle/Skater
7https://pypi.org/project/skater/
8https://github.com/EthicalML/xai
9https://pypi.org/project/xai/

10https://github.com/interpretml/interpret
11https://pypi.org/project/interpret/
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Teller Model-agnostic tool for ML explainability[78]

TreeInterpreter Package for interpreting scikit-learn’s decision tree and
random forest predictions. [20]

Alibi Alibi is ML library that focuses on inspection and interpretation. Offer
multiple algorithms for global or local explanations.[63]

5.2 Debugging / Visualizing libraries
These libraries focus more on debugging or visualizing the models or data.

5.2.1 ELI5
ELI5 is a Python package that helps to debug machine learning classifiers
and explain their predictions. Its focus is more on debugging the ML models
by providing unified API for all of the supported frameworks and packages.
Although its focus is more on displaying the weights and predictions, it also
contains a way for interpreting black-box models. [75]

5.2.2 Facets
Facets are used for understanding the data we are working with. It contains
two visualizations that help in understanding and analyzing datasets.

One of the visualizations is called Facets Overview and is used for a
general overview of the dataset. It takes input feature data from one or more
datasets and analyzes them by features and visualizes the result.

The second visualization is Facets Dive. This visualization is used to
explore big amounts of data points.[8]

5.2.3 Keras Visualization Toolkit
Keras Visualization Toolkit is a toolkit for visualizing and debugging trained
Keras neural net models. Provides a generalized interface for debugging or
visualizing so it is easy to change the method of interpretation.[12]

5.2.4 Tf-explain
Tf-explain offers visualizations for TensorFlow 2.0 models.[19]
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5.3 Libraries Comparison
In Table 5.1, we can observe which techniques the libraries are capable of.
Metrics in the table refer to quantitative metrics that serve as proxies of how
“good” a particular explanation is likely to be. Directly interpretable refers
to §4.1, Local explanations, global explanations and data explanations are
described in §3.2.

Library Data Explanations Directly Interpretable Local explanations Global Explanations Metrics
AIX360 ✓ ✓ ✓ ✓ ✓
Skater ✓ ✓ ✓
ELI5 ✓ ✓ ✓
LIME ✓
SHAP ✓

InterpretML ✓ ✓ ✓
XAI ✓ ✓

Teller ✓
TreeInterpreter ✓ ✓

Alibi ✓ ✓ ✓
Facets ✓

Keras Visualization Toolkit ✓
H2O[9] ✓ ✓ ✓

DALEX[5] ✓ ✓ ✓
tf-explain[19] ✓ ✓

iNNvestigate[10] ✓

Table 5.1: Comparison of libraries based on their capabilities. Some of the
libraries were taken from [26]

In table Table B.2 we can see that LIME (§4.2.1) or SHAP (§4.2.3)
algorithms are fairly popular, because creators of the libraries choose to
include them in their package.

In Table B.1 we can see that most of the libraries are written for Python.
Note that LIME library was ported to R12. For SHAP library was created a
wrapper in R13.

Release years of libraries are in Table 5.2. We can see that the libraries
started to appear from the year 2016, and there is a steady growth of new
additions every year.

12https://github.com/thomasp85/lime
13https://github.com/ModelOriented/shapper

Library AIX360 Skater ELI5 LIME SHAP InterpretML XAI Teller
Release Year 2019 2017 2016 2016 2018 2019 Alpha version No release yet

Library TreeInterpreter Alibi Facets Keras Visualization Toolkit iNNvestigate H2O DALEX
Release Year No release yet 2019 2017 2016 2018 No release yet 2018

Table 5.2: Table with release year of libraries (data taken from GitHub).
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5.4 Library selection
We were considering which dataset to use first. We were choosing from several
options like: Iris14 , MNIST(§6.2) or Fashion-MNIST15 dataset. Iris dataset
contains only 150 instances, so this is too small and easy for nowadays stand-
ards. The MNIST dataset is described in §6.2. The fashion-MNIST dataset
contains 60,000 instances and contains ten classes of clothing. Datasets dif-
ferentiate with the difficulty of training the DNN (§2.3) [2]. Our experiments
are meant to introduce the reader to the topic, so we choose the easier of
the two: the MNIST dataset.

Since the MNIST dataset is an image classification problem, we had to
choose algorithms that support images. Suitable algorithms were:
SHAP (§4.2.3), LIME (§4.2.1), TED (§4.2.4), ProfWeigth (§4.3.2). For the
TED algorithm, we would have to have a special type of data, which would
include explanations. Since two of the algorithms use local explanation tech-
niques (§4.2), we could leverage this fact and compare the results of each
library with each other, thus selecting LIME and SHAP.

Another benefit for chosen libraries is that both methods are relatively
popular (Table B.2), so we will have better chances of comparing our results
to other work.

Since we want to test the libraries’ usability, we will couple one of them
with AIX360 (§5.1.1). This mix is possible because AIX360 only wraps ori-
ginal implementation of LIME and SHAP. We will use LIME from AIX360
and SHAP from the original library.

We choose AIX360 because it is currently the biggest library with most
capabilities, and according to the developers, they will be adding more al-
gorithms into it.

14https://archive.ics.uci.edu/ml/datasets/Iris
15https://github.com/zalandoresearch/fashion-mnist
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6 Use of XAI libraries

In this chapter we will use SHAP (§4.2.3) and LIME (§4.2.1) with help
of AIX360 §5.1.1. We will mainly focus on simple examples with relatively
common dataset (§6.2) to demonstrate the usage of chosen libraries (§5.3).

Examples will be in the form of a prototype. The prototype is written in
Python and requires basic knowledge of the language. Examples are written
as Jupyter Notebook and can be run in Google Colab1, which is the easiest
way of running sample code that is part of this thesis (Examples are available
as an attachment and on GitHub2.). See user manual (attachment §C) on
how to run provided examples.

To design the experiments, we will follow basic ML lifecycle (Figure 6.1).

Import libraries Load dataset(s)
Handling missing 

values

Encoding 
categorical data Data cleaning Feature selection

Train/test split Feature scaling
Modeling & 
evaluation

Figure 6.1: Machine learning (ML) life-cycle.

6.1 Structure of the chapter
MNIST dataset (§6.2) This section is describing the Modified National

Institute of Standards and Technology (MNIST) dataset.

Common part of the examples (§6.3) Description of the common part
of the examples that follow the ML lifecycle(Figure 6.1).

Using SHAP library (§6.4) Description of how to use the library.

Explaining with SHAP library (§6.4.1) Using SHAP to explain the pre-
dictions and interpret our understanding of explanation.

1https://colab.research.google.com/
2https://github.com/fkolenak/XIA_thesis
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Using LIME library (§6.5) Description of how to use the library.

Explaining with LIME library (§6.6) Using LIME to explain the pre-
dictions and interpret our understanding of explanation.

Results comparison (§6.7) Compare our results to each other and other,
similar work.

Comparison conclusion (§6.8)

6.2 MNIST handwritten digits dataset
The Modified National Institute of Standards and Technology (MNIST) data-
base was released by [69] and contains 60,000 images of handwritten digits.
An example of a few images contained is in Figure 6.2. Each image is gray-
scaled and is 28 pixels wide and 28 pixels high.

Figure 6.2: MNIST handwritten digits dataset example.

In the Figure 6.2, we can see there is much variety in the look of the
digits. From the example, we can also see that some digits can cause the
confusion in the sense of their shape (for instance third row, second column
show digit five which is very close to the shape of digit six)

Dataset is relatively balanced (Figure 6.3, with a mean number of in-
stances 6082 and standard deviation ±660) and does not contain any null
values, so we do not have to do any handling of missing values or to clean
the data.
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Figure 6.3: Frequency of the digits in the MNIST dataset.

6.3 General code
This chapter describes common part code implementation for both examples,
i.e., experiments with SHAP (§6.4) and LIME (§6.5).

6.3.1 Importing libraries
First, we need to provide all the missing libraries to the environment we
are working in. After installing all the necessary libraries, we will import
packages that will be used in the program.

How to import current version of AIX360 (§5.1.1) for AIX360 and LIME
experiment (§6.5) is in attachment (§D.1). List with final versions of the
libraries:

• SHAP experiment §D.3

• AIX360 and LIME experiment §D.2

For our example we will be using Keras(§2.5) as our framework for creating
ANN(§2.2) models, more specifically CNN(§2.4) model.

6.3.2 Loading data
The MNIST dataset is well known and broadly used, so some libraries in-
tegrated the dataset. In our case we will import MNIST from keras.datasets
(Code Listing 6.1). The returned value is a tuple of Numpy arrays. The
first two arrays are for training, and include training dataset (train) and
labels (train_labels), the second set is for testing (test, test_labels).
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# Load datase t
from keras . d a t a s e t s import MNIST
# Tuple o f Numpy arrays : ( x_train , y_train ) , ( x_test , y_test ) .
( t ra in , t r a i n _ l a b e l s ) , ( t e s t , t e s t _ l a b e l s ) = mnist . load_data ( )

Code Listing 6.1: Loading and splitting data

6.3.3 Examine data
After importing and loading dataset (§6.3.2), we will look at some information
from the data. Since we already know that the data are clean and ready to
use (§6.2), we do not have to do anything in that sense.

From the data, we will extract the width and height of the image and
number of classes (Code Listing 6.2). The training data have dimensions
(60000, 28, 28). So, we can extract the image height and width from the
shape of the training data. As for the number of classes, we will extract them
from the training labels, where we count unique numbers that are within the
set.
# save input image dimensions
img_rows = t r a i n . shape [ 1 ]
img_cols = t r a i n . shape [ 2 ]

# Get c l a s s e s and number o f va lue s
value_counts = pd . value_counts ( t r a i n _ l a b e l s ) . sort_index ( )
num_classes = value_counts . count ( )

Code Listing 6.2: Extract dimensions and number of classes.

6.3.4 Data wrangling
To prepare data for use, we need to reshape the images to a 3-dimensional
vector (height, width, color canal). We are adding the last dimension because
Keras (§2.5) requires the color canal at the end.

The original 2D vector consisted of 784 values (28x28). We reshape all
data to 3D matrices (28x28x1), which include canal. Our canal is equal to
one because we do not have RGB colored images. For RGB images, we would
reshape to 28x28x3 3D matrices, where the canal would be equal to three
(R, G, and B colors).

We also perform grayscale normalization (Feature scaling) to reduce the
effect of illumination’s differences and speed up the convergence of CNN (be-
cause CNN is most effective when numbers are between 0-1). Division by
255 is done because the pixels, in grayscale, range from 0 - 255.
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To make the vectors we will use function reshape (Code Listing 6.3) on
the arrays with dimensions: (number of elements, width, height, number of
canals).
# Reshape
t r a i n = t r a i n . reshape ( t r a i n . shape [ 0 ] , img_rows , img_cols , 1 )

# Normal izat ion
t r a i n = t r a i n /255

Code Listing 6.3: Reshaping arrays and grayscale normalization.

46



Since LIME requires as its input to have RGB images, we will reshape
the data to 28x28x3 3D matrices (as mentioned before). The trick we are
doing with Code Listing 6.4 is repeating one channel three times. This is
often used when a model is trained on RGB pictures.
def to_rgb ( x ) :

x_rgb = np . z e r o s ( ( x . shape [ 0 ] , 28 , 28 , 3 ) )
for i in range ( 3 ) :

x_rgb [ . . . , i ] = x [ . . . , 0 ]
return x_rgb

Code Listing 6.4: Definition of a function for reshaping images.

Encoding data

Now we will need to encode labels to one-hot vector. Since we have ten
classes, our one-hot vector will be 1x10. One hot vector is used to distinguish
each class from every other class. The vector consists of 0s in all cells, except
for a single 1 in a cell that identifies the class (normalize the weight of all
classes). Example for label 4 : [0, 0, 0, 1, 0, 0, 0, 0, 0, 0]. We will use Keras
helper function to_categorical, which does that for us.

Cleaning and splitting data

The MNIST dataset does not require any cleaning in the data (§6.3.3).
Since we loaded the dataset from Keras (§6.3.2), the data are already

split into training and testing data.

Feature scaling

To normalize we will divide whole array by 255. Example manipulation on
train array is in Code Listing 6.3.

6.3.5 The Machine learning (ML) model
We will use CNN (§2.4), with help of Keras sequential model. The model has
first layer that takes our input shape of (28, 28, 1). Output layer is dense
layer with activation Softmax (§2.2.3), convolutional (§2.4.1) hidden layers
use ReLu activation function (§2.2.3). Whole model structure can be seen
in Figure 6.4.
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flatten_1 (256) ...

...
0

1

2

9INPUT
(28 x 28 x 1)

n1 channels
(24 x 24 x n1)

n1 channels
(12 x 12 x n1)

n1 channels
(10 x 10 x n1)

n1 channels
(5 x 5 x n1)

n1 channels
(4 x 4 x n1)

n1 channels
(2 x 2 x n1)

conv2d_3
Convolution
(4 x 4) kernel
valid padding

conv2d_4
Convolution
(3 x 3) kernel
valid padding

conv2d_5
Convolution
(2 x 2) kernel
valid padding

max_pooling2d_3
Max Pooling

(4 x 4)

max_pooling2d_4
Max Pooling

(2 x 2)

max_pooling2d_5
Max Pooling

(2 x 2)

dense_2
Fully-Connected

ANN (128)
ReLU activation

dense_3
Fully-Connected

ANN (10)
Softmax act.

dropout_1
Dropout

0.25

Figure 6.4: CNN model overview.

The model is created by adding layers one after another (Code Listing 6.5).
model . add (Conv2D( 32 , k e r n e l _ s i z e = 4 , a c t i v a t i o n=" r e l u " , input_shape=(

img_rows , img_cols , 1 ) ) )

model . add ( MaxPooling2D ( poo l_s i ze=( 2 , 2 ) ) )
model . add (Conv2D( 64 , k e r n e l _ s i z e = 3 , a c t i v a t i o n=" r e l u " ) )
model . add ( MaxPooling2D ( poo l_s i ze=( 2 , 2 ) ) )
model . add (Conv2D( 64 , k e r n e l _ s i z e = 2 , a c t i v a t i o n=" r e l u " ) )
model . add ( MaxPooling2D ( poo l_s i ze=( 2 , 2 ) ) )

model . add ( Flat ten ( ) )
model . add ( Dense ( 128 , a c t i v a t i o n=" r e l u " ) )
model . add ( Dropout ( 0 . 25 ) )
model . add ( Dense ( num_classes , a c t i v a t i o n= ' softmax ' ) )

Code Listing 6.5: Model layers creation.

Summary of the model is in Figure 6.5. In summary, we can see each
layer with parameters. This relatively simple model has 69674 parameters.

48



Figure 6.5: Used model summary.

6.3.6 Train the Machine learning (ML) model
After assembling our model, we will compile it (Code Listing 6.6).

Loss function (§2.2.2) Loss function is selected as CategoricalCrossen-
tropy3. This loss function computes the crossentropy loss between the
labels and predictions and is used when there are two or more label
classes.

Optimizer (§2.2.4) we have chosen Adam optimiser. The Adam optimiza-
tion is a stochastic gradient descent method.

Metrics (§2.2.5) From the various metrics used for ML models, the best fit
is accuracy as the primary measure of model training success. This is
because the dataset is balanced (§6.2), and we value the classification
of positive and negative cases equally.

model . compile ( l o s s= ' c a t e g o r i c a l _ c r o s s e n t r o p y ' ,
opt imize r= 'adam ' ,
met r i c s=[ ' accuracy ' ] )

Code Listing 6.6: Compiling the model

3https://keras.io/api/losses/probabilistic_losses/
#categoricalcrossentropy-class
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6.3.7 Model evaluation
Now that we have prepared the model, we can call the fit method to train it.
We will set batch_size = 128 and epochs = 1. Since our model is already
well trained at one epoch (see Table 6.1), it is not worth spending the addi-
tional time to train it with more epochs, and we will use one epoch trained
model in all of the further examples.

Epochs Accuracy [%] Loss [%] Time [s]
1 97.86 6.58 42
5 99.20 2.52 210

10 99.31 2.38 420
Table 6.1: Resulting accuracy and loss based of number of epochs.

To evaluate the trained model a little bit further, we can look at the
confusion matrix for 1 and 10 epochs Figure 6.6. We can see that the model
had the most trouble with digits two, three, four, and seven for one epoch.
For ten epochs, these digits are reduced to only six and nine.

Figure 6.6: Confusion matrix for 1 and 10 epochs.

6.3.8 Test the Machine learning (ML) model
Let us take a look at the prediction that we can get from the model. Every
digit in the Figure 6.7 is an example of input, which leads to the misclassi-
fication.
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Figure 6.7: Example of digits which are missclassified by the model.

But how is that possible if some of the digits are clearly visible? Let’s
try to explain what model predicts by using SHAP (§6.4) and LIME (§6.5)
techniques in next sections.

6.4 Using SHAP
An example is in the form of an experiment that showcases the library usage
for previously trained model (§6.3.6) explanation.

We will demonstrate SHAP (§5.1.3) and its usage on MNIST data-
set (§6.2). We will follow basic ML project life-cycle (Figure 6.1) and add
explanation to its very end.

The common part of importing libraries, loading dataset, wrangling data,
training, and evaluating model was already explained (§6.3). Now follows
addition to the general code.

6.4.1 ML model explanation with SHAP
To initialize and get Shapley values, we use DeepExplainer (§4.2.3). In Code
Listing 6.7, we can see the functions to initialize explainer and to show the
explanation. We have to provide the model to the explainer as well as a
subset of training data. To show the explanation, we have to provide the
calculated Shapley values(§4.2.2) and instance we are explaining.
#I n i t i a l i z e
e x p l a i n e r = shap . DeepExplainer ( model , ( t r a i n [ 0 : 1000 ] ) )

# Get Shap va lue s
shap_values = e x p l a i n e r . shap_values ( t e s t _ e r r o r s [ [ i ] ] )

# Plot
shap . image_plot ( shap_values , t e s t [ i ] , index_names , show=False )

Code Listing 6.7: Creating instance of explainer, getting Shapley values and
visualization
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The explanation’s output is in the following format: the red areas in
explanations are what the model expects for a given class, and blue areas
are the pixels that were not what model would have expected for its label.

In the following sections, we will introduce some of the output of the
explainer. We will then try to explain the explanation and comprehend the
root cause for the cases.

6.4.2 SHAP on correct prediction
First lets introduce correct classification (Figure 6.8). We can see that the
model fully expects this digit to look like this (red areas). The only resemb-
lance to other digits (according to the model) is for the digit three.

Figure 6.8: Correct classification of digit 2.

6.4.3 SHAP on incorrect predictions
In Figure 6.9 the model detected the circle with empty middle. From this
observation, the lines at the end of the circle can be part of the digit 0 too,
thus why it was inclined more to the 0 than 5. If we look at the correct
digit, we can see that the model did not expect the line to be so close to the
top part of the digit, and it did not detect the half circle that digit five is
supposed to have.

Figure 6.9: Missclassification of digit 5 as 0.

In Figure 6.10 we can observe that the shape of three is indeed in the
picture. The model did not expect the connection but was still inclined to
this classification. From this example, we can see that some digits can have a
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different orientation. To improve the accuracy, we could introduce some image
distortion like rotations or zoom and add it as a layer to the model (§7.1).

Figure 6.10: Missclassification of digit 9 as 3.

In Figure 6.11 we can only assume that the model did not detect the digit
nine because the training set did not have any or not many examples with
this specific writing style (the line at the bottom).

Figure 6.11: Missclassification of digit 9 as 3.

6.5 Using LIME with AIX360
An example is in the form of an experiment that showcases the usage of the
library as well as using the library for explanations. In this example we will
use library AI Explainability 360 (AIX360) (§5.1.1) and its classes for Local
Interpretable Model—Agnostic Explanations (LIME) (§4.2.1) explanation
approach.

We have covered the process of how the model is built in common code
section (§6.3). So, we will not explain it in detail again. For future comparison
we will also use MNIST (§6.2) dataset. The ML life-cycle from previous
example (§6.4.1) will be very similar, with the exception that instead of
using SHAP we will do the explanation with LIME at this time.

6.6 ML model explanation with LIME
To initialize and get explanations we use object from AIX360 LimeImageEx-
plainer. In Code Listing 6.8, we can see the functions to initialize explainer
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and to show the explanation. We have to provide the model to the explainer
as well as a subset of training data. To show the explanation, we have to
provide an instance we are explaining, and models function to get the prob-
ability, for instance.
#I n i t i a l i z e
l imeExpla iner = LimeImageExplainer ( )

# Get exp lanat ion
exp lanat ion = l imeExp la iner . exp la in_ins tance ( tes t_errors_rgb [ i ] , model .

p r e d i c t )

# Get image and mask and show r e s u l t
temp , mask = exp lanat ion . get_image_and_mask ( exp lanat ion . top_labe l s [ 0 ] ,

po s i t i v e_on ly=True , num_features=10 ,
h ide_rest=True )

p l t . imshow ( mark_boundaries ( temp / 2 + 0 . 5 , mask ) )

Code Listing 6.8: LIME creating explanation model and showing explanation.

Further image examples are always in a format: original image, an image
with superpixels highlighted, an image with the ’pros and cons’. Pros and
cons mean that parts of the image are highlighted (pros are green and cons
are red). In the examples there is also text with Top predictions: [Array].
This array is displaying the top 5 predictions. So the second digit has the
second-best probability and so on.

6.6.1 LIME on correct predictions
In the examples Figure 6.12 and Figure 6.13 we can see that LIME divided
the image into superpixels. Each superpixel can be seen as a yellow line in
the second and third image. With the first example we can see that the digit
nine has to have empty circle in the middle. Also notice how small the pros
part is in the images.

54



Figure 6.12: LIME explanation - correctly classified digit 9.

Figure 6.13: LIME explanation - correctly classified digit 4.

Example Figure 6.14 is a special case, because LIME explanation did
not seem to pick up any superpixels or given any feasible interpretation.
This could be caused by the dimensions of the image, since 784 pixels is
quite small picture or it could be caused by the model itself where LIMEs
effort have no change in the prediction. To get better results from LIME,
we tried to alter some input parameters (In Code Listing 6.8 for a func-
tion get_image_and_mask of explanation object) but the quality of the
explanations did not increase.
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Figure 6.14: LIME explanation - correctly classified digit 7, but no explana-
tion given.

6.6.2 LIME on incorrect predictions
If we take a look at some explanations that try to explain incorrect predic-
tion Figure 6.15 and Figure 6.16 we will notice that the pros part of the
explanation is much bigger than in the previous, correct, examples. Looking
at the images, the explanation only vaguely follows the shape and then in-
cludes the whole digit. Unfortunately, the superpixels were formed only for
the outer line and did not follow any actual shape.

Figure 6.15: LIME explanation - incorrect explanation.
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Figure 6.16: LIME explanation - incorrect explanation.

6.6.3 LIME on incorrect predictions with heatmap
In the explanation, using LIME can be helpful to generate heatmap (Fig-
ure 6.17) that showcases the main focus points in the image. From the image,
it is more apparent that the model is also looking at the shape and detects
the inner circle. However, other than that, we see no significant explanation
of the misclassified prediction.

Figure 6.17: LIME explanation - Explanation with addition of heatmap.

If we generate new image (Figure 6.18) with heatmap for the example in
Figure 6.16 we can see more clearly what matters to the model, but still no
useful explanation.
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Figure 6.18: LIME explanation - Explanation with addition of heatmap.

6.7 Explanation comparison
Since the used MNIST dataset (§6.2) is fairly popular amongst researchers,
we will try to compare our results with other works (§6.7.2, §6.7.2 and §6.7.2).

6.7.1 Our work results comparison
We will first compare our results for the same instance using explanation
with LIME (§6.5) and SHAP (§6.4).

In Figure 6.21 it was incorrectly predicted that the label is 4. Comparing
results, we can see meaningful explanation only for SHAP algorithm. Same
phenomena is visible in the Figure 6.20, where LIME does not provide any
explanation even in the heatmap.

58



Figure 6.19: Comparison of our results. SHAP at the left and LIME at the
right.

Figure 6.20: Comparison of our results. SHAP at the left and LIME at the
right.

6.7.2 Lundberg and Lee [70] results comparison
Lets take first example Figure 6.21 from [70]. If we compare it to our results,
we can see that our approach for SHAP(§6.4.1) was correct, because we have
similar-looking results. In their example, they comment on the result, just
explaining the red and blue areas. The example includes a comparison to
other classes and a masked version where they removed the unwanted parts
for class 3 and displayed the result (Masked column). Unfortunately, they
do not mention how they obtained results for LIME, because, for their case,
it seems to work fine.
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Figure 6.21: Image explanation results [70].

6.7.3 Kanerva [59] results comparison
Other Figure 6.22 show that our result with LIME on this dataset seems to
be the same. They also got no explanation for some cases (Figure 6.14), or
wrong explanations like in Figure 6.15. In the thesis, they also mention that
they tried to change some parameters without results.

Figure 6.22: Image with digits prediction explanation results [59].

6.7.4 Ancona et al. [24] results comparison
From the results of this report, we can see that the explanation output of
SHAP library is similarly looking to other libraries (Example in Figure 6.23).
In those examples, we can see that the model’s focus point is very similar to
SHAPs explanation.
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Figure 6.23: Example of output by Oclusion [109] and Integrated gradients
methods [102]. Image courtesy of [24].

6.7.5 Ilamanov [57] approach
The [57] presents an interesting approach where they interpret the model at
each layer and look at the activation at that layer. After printing the output,
they can interpret what each layer does (e.g., horizontal line detection).

6.8 Comparison conclusion
From our experiments (§6.4 and §6.5), we can see that explaining the results
of a model is one thing, and another is understanding the explanation itself.
It depends on the reviewers’ view and their interpretation of the results.

Comparing our work and other people’s work (§6.7), we can see that the
algorithm which is chosen for the explanation can produce different results
(§6.7.2 and §6.7.3), depending on the architecture of the whole system.

From [? ] and [? ], we can see other algorithms that can perform well on
the same dataset and model. Thus the algorithm choice plays a big part in
the success of explanation.
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7 Conclusion

In this thesis, we have been introduced to XAI(§3) problematic and explained
why it is essential to be able to interpret AIs decisions. We have given an
introduction to the AI(§2), which is the main point of interest in XAI. We
have described the approaches for explanation and presented some XAI
algorithms.

We have searched for XAI libraries and found out that many are still in
the beginning stage(§5.3) of development. By far, the most used libraries
were LIME and SHAP.

In the experiments, we have tried LIME and SHAP with the MNIST
dataset. We have used one of the biggest library AIX360 that includes LIME.
We used the original SHAP library that was released with its research paper.
With the AIX360, we have tested how simple it is to use this library. With
the used libraries, we verified the simplicity of explaining and understanding
the behavior of the model.

After comparing other works that use other explanation algorithms for
the dataset used, the SHAP had the best interpretability of its explanation
output. LIME, in our case, did not provide any meaningful explanation.

Experiments revealed some information about the dataset used, where
we were able to spot some irregularities(§6.4) within the dataset. Experi-
ments also pointed out that some of the numbers were written differently in
the testing set (Figure 6.11), so the model did not predict those instances
correctly.

7.1 Future work
With the explanation method, we found that within the dataset are some
numbers that have the desired shape but are slightly angled (§6.4.3 Fig-
ure 6.10). We could use data augmentation (Figure 7.1) [107] to further
improve the model’s accuracy. From the data augmentations available, the
rotation would be most helpful. Other techniques mostly apply to colored
images. With the usage of such technique, we will also increase the training
dataset, which is another added benefit.
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Figure 7.1: Example data augmentation on a picture of a butterfly. For our
set of images, the rotation is most relevant [13].

Another improvement to models accuracy could be achieved with the
usage of Automated machine learning (also referred to as AutoML) tools.
AutoML method aims to automate the process of ML model development. It
automatically optimizes hyperparameters of the model and selects the best
one based on metrics selected.

Today’s XAI is in a state where we have to sacrifice accuracy for explain-
ability(§4). In the future, the aim will be to create more explainable models
(Figure 7.2) and, at the same time, maintain high performance. XAI will also
enable the trust of the AI systems by enabling the users to understand its
predictions[47].
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Figure 7.2: Darpas vision on the future of XAI [47].
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A Acronyms

XAI Explainable artificial intelligence
ML Machine learning
AI Artificial intelligence
ANN Artificial neural networks
FNN Feedforward Neural Network
DL Deep learning
DNN Deep neural network
CNN Convolutional neural network
TED Teaching explanations for decisions
MNIST Modified National Institute of Standards and Technology
SHAP SHapley Additive exPlanations
LIME Local Interpretable Model—Agnostic Explanations
AIX360 AI Explainability 360
DBN Deep Belief Network
LSTM Long / Short Term Memory Network
GRU Gated Recurrent Unit
GAN Generative Adversarial Network
CN Capsule Network
RNN Recurrent Neural Network
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B Additional Tables

Library AIX360 Skater ELI5 LIME SHAP InterpretML XAI Teller
Python ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

R ✓ ✓

Library TreeInterpreter Alibi Facets Keras Visualization Toolkit iNNvestigate H2O DALEX
Python ✓ ✓ ✓ ✓ ✓ ✓ ✓

R ✓

Table B.1: Table that shows compatible languages.

AIX360 Skater ELI5 InterpretML XAI Teller Alibi H2O DALEX tf-explain iNNvestigate
LIME ✓ ✓ ✓ ✓ ✓
SHAP ✓ ✓ ✓

Table B.2: Table that shows integration of either LIME or SHAP in libraries.
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C User Manual

This chapter describes how to open and run examples. Examples are available
as an attachment and on GitHub1.

AIX360LIME.ipynb File contains example with AIX360 library using
LIME (§6.5).

SHAP.ipynb File contains example using library SHAP (§6.4).

Prerequisites
Since we will be running the files in an online service, we will only need
internet access.

Usage
To open and run examples, we will be using Google Colab2.

Load example
After the page loads, the page will show a window with different tabs Fig-
ure C.1, we will click the "Upload" tab (1) and then the "Choose File" button
(2). After clicking the button, windows explorer shows up and we can locate
and open the example.

Run example
To run examples, click on the "Runtime" tab, and click "Run all" to run the
whole example.

1https://github.com/fkolenak/XIA_thesis
2https://colab.research.google.com
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Figure C.1: Open page in Google Colab.

Figure C.2: Control tabs, with selected "Runtime" tab.
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D Experiments

D.1 AIX360 library Python compatibility
The most current stable version of AIX360 at the moment (August 2020)
is 0.2.0. This version of AIX360 is supported only by the Tensorflow (§2.5)
library version 1.14, for compatibility reasons. But there are no specific re-
quirements for Keras (§2.5) library and the latest version of Keras library
(version 2.4.3) requires Tensorflow version 2.2.0 and greater. To solve this is-
sue we will need to either override the installation with code Code Listing D.1
or downgrade installed Keras (to version 2.2.4).

The code Code Listing D.1 will install correct version of Tensorflow for
Keras and also provide backwards compatibility for Tensorflow. LIME is
included in AIX360 package.
! pip i n s t a l l a ix360
! pip i n s t a l l t e n s o r f l o w==2 . 2 . 0

Code Listing D.1: Instalation order of libraries

D.2 AIX360 and LIME experiment versions
Final versions of the libraries after importing are:

• tensorflow 2.2.0

• keras 2.4.3

• aix360 0.2.0

• lime 0.2.0.1

D.3 SHAP experiment versions
Final versions of the libraries after importing are:

• tensorflow 2.3.0

• keras 2.4.0

• shap 0.35.0
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