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Abstract: A new algorithm is presented for detecting the global reflection symmetry of geometric
objects. The algorithm works for 2D and 3D objects which may be open or closed and may or may
not contain holes. The algorithm accepts a point cloud obtained by sampling the object’s surface at
the input. The points are inserted into a uniform grid and so-called boundary cells are identified.
The centroid of the boundary cells is determined, and a testing symmetry axis/plane is set through
it. In this way, the boundary cells are split into two parts and they are faced with the symmetry
estimation function. If the function estimates the symmetric case, the boundary cells are further split
until a given threshold is reached or a non-symmetric result is obtained. The new testing axis/plane
is then derived and tested by rotation around the centroid. This paper introduces three techniques to
accelerate the computation. Competitive results were obtained when the algorithm was compared
against the state of the art.

Keywords: computer science; computational geometry; uniform subdivision; centroids

1. Introduction

The phenomenon of symmetry has fascinated people since ancient civilisations. Di-
rectly or indirectly, it is increasingly the subject of investigation in the arts [1], architec-
ture [2], biology [3], medicine [4], mathematics [5], and various engineering disciplines [6–8].
A formal definition of symmetry can be found in [9,10]. Informally, however, a figure or an
object is considered symmetrical if it is made from multiple copies of smaller units that are
somehow interchangeable [11]. There are various types of symmetries [12,13]; however,
the reflection and the rotation are the most common. In addition, symmetry in an object
can be exposed on a global scale [14] or as a local feature [15].

Humans are extremely skilful at resolving various geometric tasks, including sym-
metry detection [16,17]. On the contrary, computer applications must be adapted to them,
bearing in mind that geometric objects are considered to be continuous while computers
work with finite arithmetic. This is the reason why a certain degree of inaccuracy should
be accepted during geometric data processing. In addition, geometric data, potentially
containing symmetric features, arrive in different forms: as raster images; as an output
from drawing programs or CAD systems; or as a result of various scanners producing
point clouds (e.g., LiDAR) or voxelized space (e.g., CT or MRI). Unfortunately, this usually
requires different approaches for solving the same geometric tasks.

A lot of approaches for detecting reflection symmetry have been suggested and they
are reviewed in Section 2. Many of them are demanding and therefore difficult for practi-
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tioners to reproduce. A hierarchical and easy-to-implement approach which is nonetheless
efficient is proposed in this paper. The main features of the introduced algorithm are:

• The algorithm detects the global reflection symmetry;
• It accepts a point cloud obtained by sampling the input geometric object’s surface;
• It works for 2D as well for 3D geometric objects with just a few small adaptations;
• It accepts objects without holes as well as those with holes, which may even be nested;
• Geometric objects may be open or closed;
• The algorithm is designed for acceleration by three techniques—by a two-level uni-

form subdivision; by varying the granularity of the testing symmetry axes/planes;
and by parallelisation.

The rest of the paper is divided into four sections. An overview of previous works is
given in Section 2. The proposed approach is explained in detail in Section 3, while the results
of experiments are given in Section 4. The paper is concluded with the discussion in Section 5.

2. Related Works

Symmetry is a frequent topic in the scientific literature. However, the majority of
works deal with its applications and do not consider how symmetry is actually determined.
The algorithms for the detection of symmetries were analysed and compared in only a few
survey articles. Xiao and Wu [18] gave an overview of algorithms for symmetry detection in
raster images. Mitra et al. [19] compared selected methods for detecting reflection symmetry
in 3D objects, which we mostly summarise in this Section as well. Bartalucci et al. [20]
conducted a thorough review of methods for symmetry detection in biomedical spatial data.
The following related work focuses on methods for global reflection symmetry detection as
these are directly comparable to our method.

Although our method only handles global reflection symmetry, it is easily adjustable
and scalable to various input data representations and domain dimensions. Addition-
ally, it handles multiple simultaneous symmetries, it is straightforwardly understandable,
implementable, and fast.

2.1. Global Reflection Symmetry

Elawady et al. presented a method for the detection of a global reflection symmetry
axis in a raster image [21]. At first, the method extracts edge features using a Log-Gabor
wavelet filter. Subsequently, the edge features are associated with textural and colour
information. Ultimately, a voting scheme selects the best symmetry axis for the consid-
ered image.

The methods presented in [22–27] determine global reflection symmetries in 3D point
clouds. The algorithm developed by Chen et al. [22] firstly associates weights to individual
points according to their surroundings. A weighted PCA is executed to determine the
initial symmetry plane. Finally, an iterative process adjusts the weights associated to the
points according to their distances to the current symmetry plane. The process terminates
when two consecutive symmetry planes are similar enough or when the given number of
iterations is reached. The last calculated plane is accepted as the dominant symmetry plane
of the whole point cloud. Schiebener et al. [23] presented an approach for completing the
point cloud of a scanned object, the surface of which was captured from a single direction
only. The method assumes that most objects used by robots are symmetric. In addition
to the scanned point cloud, it also requires some points from the object’s environment
and the position of the scanner. The symmetry plane candidates are then determined
by the RANSAC method. Usually, more symmetry planes are obtained if they exist.
The algorithm estimates them and the plane with the highest score is taken as a symmetry
plane. Combés et al. [24] and Ecins et al. [25] based their methods for the determination
of the symmetry plane on an iterative nearest point search. An initial symmetry plane is
selected and then an iterative procedure is started. It mirrors points over the symmetry
plane. Points are refused that are mirrored far away from the points on the opposite side of
the symmetry plane. The nearest points on the opposite side of the symmetry plane are
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determined for the remaining points. The symmetry plane is then refreshed according to the
actual pairs of points. Nagar and Raman [26] developed a framework in which the problem
of establishing the points’ correspondence is transformed into a linear assignment problem
and considered to be an optimisation problem on a smooth Riemannian product manifold.
The method works in a space of arbitrary dimensions and is relatively slow, reaching a
time complexity of O(n3.5) for n points. Furthermore, it extracts a single symmetry plane
from a single initialisation. Hruda et al. [27] recently proposed a differential symmetry
measure which allows gradient-based optimisation to determine the symmetry plane of
a 3D geometric object whose surface is represented by a point cloud. The method is not
sensible to noise or missing parts of the object.

The approaches from [28,29] determine the symmetry plane for a geometric object
represented by a triangulation network. Li et al. [28] placed several virtual cameras on the
sphere which surrounds the object. After that, the entropy of each viewpoint is determined.
The entropy depends on the number of visible triangles. The entropy of all used viewpoints
defines the so-called viewpoint entropy distribution which has the same plane symmetry
as the input model. The method is only able to detect planes close to the centre of the
input object, but it is faster, more accurate, and less sensitive to noise than previous
methods. The method proposed by Sipiran et al. [29] attempts to improve incomplete
geometric shapes represented by triangular meshes under the assumption that they are
symmetric. The curvature is applied as an additional filter for finding the pairs of points
which determine candidates for the symmetry plane. The main criterion for selecting the
pairs of points is the so-called function of heat diffusion in the local domain.

The approach of Kakarala et al. [30] operates on both 3D point clouds and triangular
meshes. It is based on the extended Gaussian image. The input object is approximated
by the spherical harmonics which are then transformed into an extended Gaussian image.
This image is characterised by a star-shaped surface which is used to identify the symmetry
plane by applying Fourier transform.

A planar reflective symmetry transform of 3D geometric objects in volumetric models
was proposed by Podolak et al. [31]. At first, the object’s surface is sampled by the Monte
Carlo approach and the samples are embedded into a 3D uniform grid. All possible symme-
try planes are then determined among the samples. The planes are evaluated by a symmetry
measuring function, and the best evaluated plane is accepted as the symmetry plane.

The symmetry as a registration problem was considered in [32]. For this, a new
registration method was proposed in 2D based on a random sample consensus of an
ensemble of normalised cross-correlation matches. The method is then generalised on
3D shapes with an iterative nearest-point registration approach. Although the method is
limited to finding a single symmetry, it seems more complex than more direct approaches.

2.2. Local Reflection Symmetry

Several global reflection symmetry detection methods, e.g., [23,25,29] firstly extract
potentially symmetric interesting objects from the scene and then handle them separately.
On the other hand, there are approaches designed to directly determine local reflection
symmetries. Simari et al. [33] introduced an algorithm for the determination of local
reflection symmetries from 3D triangular meshes. The algorithm constructs a covariance
matrix of weighted gravity centres. The weights are determined according to the area of
neighbouring triangles. Distances between the original and the reflected vertices are then
used to modify the weights in the covariance matrix. The estimated symmetry planes are
iteratively refined by repeating the aforementioned steps. Cailliere et al. [34] also addressed
triangular meshes. The Hough transform was used to determine the symmetry planes of
global and local symmetries. The method determines symmetry planes for all perspective
pairs of points selected according to their curvature. The voting mechanism based on the
clustering and the Monte Carlo strategy is then applied; the plane with the highest score is
selected as the symmetry plane.
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Two methods for symmetry plane determination with the aim of the better reconstruc-
tion of 3D objects were proposed by Speciale et al. [35]. Both methods use a uniform grid of
voxels. The first method is a modification of the algorithm proposed by Podolak et al. [31],
while the second one marks the voxels with large enough gradients and curvatures as
boundary voxels. After that, the pairs of boundary voxels are randomly sampled, and these
pairs determine the candidates for the symmetry planes. The strongest candidates reflect
the largest number of voxels, and they are selected as the final symmetry planes.

Chain codes are another popular method for representing the boundary of geometric
objects [36]. The method for detecting the reflection symmetry of open or closed curves
represented by the slope chain codes [37] was proposed by Alvarado-Gonzalez et al. [38].
The symmetry detection was performed on the level of a chain code symbol sequence,
for which the operations of inversion, concatenation, and reflection were used. As such, the
problem of rounding errors and setting the adequate threshold was eliminated. However,
the method also defines the measure for the degree of symmetry for quasi-symmetric
objects. The approach was also later extended for rotational symmetries [39].

2.3. Global Reflection and Rotational Symmetry

A 3D symmetry detection algorithm based on an extended Gaussian image was pro-
posed by Sun and Sherrah [40]. The object’s surface is triangulated and the bounding sphere
is calculated. The hexagonal tessellation of the sphere is performed to produce hexagonal
patches. The hexagonal patches are associated with values which are in correspondence
with the number of normal vectors pointing from the triangles of the object towards the
centre of the considered patch. The extended Gaussian image is obtained in this way.
The method then selects the potential planes of symmetry passing through the coordinate
origin. The so-called orientation histogram is obtained in this way. The plane with the
highest correlation with the histogram is selected as the symmetry plane. The reflection and
rotational symmetry can be estimated in the same way. The method is declared to handle
exact and approximate global reflection symmetries in 2D-3D and rotational symmetries in
2D only, but it is quite slow, requiring a few minutes to an hour and more.

Korman et al. [41] proposed an algorithm that uses a sampling of the transformation
space. It is then capable of determining the global reflection and rotational symmetries on
obtained volumetric models. The sampling density depends on the total variation of the
shape. As such, the authors were able to derive the dependency of the spent CPU time and
the quality of the obtained result.

2.4. Different Categories of Local Symmetry

Mitra et al. presented a method for the symmetry detection of geometric objects whose
surfaces are obtained by scanning [42]. At first, a local signature is computed for each point
in the point cloud. The points with the most similar signatures are paired and define the
potential symmetry planes. The pairs are clustered to yield subsets of the pairs (patches)
which are invariant under a certain transformation, i.e., they are symmetric. The patches
are then connected in a graph, which is the output from the algorithm. The algorithm also
finds local symmetry planes in this way.

2.5. Machine Learning in Symmetry Detection

Machine learning approaches, especially those using neural networks, have recently
appeared. They all require a rich training set and a relatively demanding and time-
consuming learning process. Ji and Liu [43] and Wu et al. [44] address global reflection
symmetries in point clouds, Gao et al. [45] in voxel models, while Tsogkas and Kokki-
nos [46] deal with global and local reflection symmetries in raster images. Although these
methods are promising, they are highly dependent on the learning datasets, which are not
complete in all cases.
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3. Materials and Methods

The basic idea of the proposed solution is given first, and three acceleration techniques
are considered after that. The 2D geometric object shown in Figure 1a is used for the
clarification of the solution. However, the needed equations are generalised for 3D cases.
As will be seen, the changes in the algorithm due to the dimensionality are minor.

(x , y )a a

(x , y )b b

y

x

S

C (1) C (1)

a(  ) (  )b

(  )c (  )d

(  )e (  )f

Figure 1. Steps of the proposed algorithm—part 1: (a) object boundary; (b) axis-aligned bounding
rectangle/box determination; (c) uniform grid creation; (d) determination of the object’s boundary
grid cells; (e) determining the centroid of the boundary cells and establishing the coordinate system;
and (f) placing the initial testing symmetry axis/plane.
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The steps of the algorithm for the global reflection symmetry detection are:

1. The information about the object’s boundary, labelled G hereafter, is obtained first.
The object may contain holes; two are presented in the particular example in Figure 1a.
Initially, the geometry is expressed in the Cartesian coordinate system adopted from
the input dataset.

2. An axis-aligned bounding rectangle (a bounding box in 3D) is subsequently deter-
mined. It is specified by the bottom left (xa, ya, za) and the top right points (xb, yb, zb),
where za = zb = 0 in 2D (see Figure 1b).

3. The axis-aligned bounding rectangle/box is divided into equally sized cells u forming
a uniform grid U, u ∈ U, as shown in Figure 1c. The number of cells ux, uy, uz in each
coordinate direction is determined by heuristic (1), where r = 1000.

m =

⌈
max{abs(xb − xa), abs(yb − ya), abs(zb − za)}

r

⌉
,

ux =

⌈
abs(xb − xa)

m

⌉
,

uy =

⌈
abs(yb − ya)

m

⌉
,

uz =

⌈
abs(zb − za)

m

⌉
(1)

m in (1) represents the linear size of a cell in any coordinate direction.

4. The tolerance δ is then determined by which the allowed deviation from the ideal
symmetry of G is enabled. The tolerance should at least compensate for the effect
of the uniform grid usage. δ = 2m is set by default; however, it can be changed by
the user.

5. The G’s boundary is uniformly sampled by the horizontal and vertical sampling step
of m/2. The obtained sampled points of G are inserted into U and the set of boundary
cells B(1) of G is determined. A cell u, u ∈ U, belongs to the object G (u ∈ G) if u
contains at least one point of G. Two cells are neighbours if they share a common
edge in 2D or a common side in 3D. We may now formally define B(1) = {u; (u ∈
G) ∧ ((u is on the border of U) ∨ (∃v, (v ∈ U\G) ∧ (v and u are neighbours)))}.
The cells of B(1) are plotted in grey in Figure 1d.

6. The centroid C(1) = (c(1)x , c(1)y , c(1)z ) for B(1) is calculated with (2) where |B(1)| denotes
the cardinality of B(1), and Centre(k) = (uk,x, uk,y, uk,z) is the central point of a cell
uk ∈ B(1). The origin of the coordinate system is then moved to C(1) as seen in
Figure 1e.

C(1) =
1
|B(1)|

|B(1) |

∑
k=1

Centre(k) (2)

7. A testing axis of symmetry S (a testing plane in 3D) is then placed in the origin (red
dot-dashed line in Figure 1f). In general, S can be arbitrarily sloped at the beginning.
However, it is desired that S is initially aligned with one of the coordinate axes in 2D
or with one of the coordinate planes in 3D. In Figure 1f, S coincides with the y axis.

8. S divides B(1) into two subsets B(1)
1 an B(1)

2 , as seen in Figure 2a.
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S

S S

S

S

B(1)1 B(1)2 B(1)1 B(1)2

C (1)1

C (1)2

B(1)2

B(1)1

C (1)1

C (1)2

B(2)1

B(3)1

B(3)2

B(2)2

C (2)1

C (2)2

B(3)2

B(3)1

B(4)1

B(4)2
C (4)1

C (4)2

B(5)1

B(5)2

(  )e

(  )c

(  )a (  )b

(  )d

Figure 2. Steps of the proposed algorithm—continuation: (a) dividing boundary cells according to S;
(b) calculating the centroids of divided cells; (c) rotating the S; (d) further dividing the sets of the
boundary cells and calculating centroids for the new subsets; and (e) applying breadth-first traversal
to further divide the sets of boundary cells.

9. A function SymmetryTest (B(i), B(i)
1 , B(i)

2 , S, δ) is then used. This function calculates two

auxiliary centroids C(i)
1 for B(i)

1 and C(i)
2 for B(i)

2 (Figure 2b shows an initial situation

when i = 1). In addition, a common centroid C(i) for B(i)
1 and B(i)

2 is calculated
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according to (3). |B(i)
1 | and |B(i)

2 | represent the cardinalities of the corresponding
sets. This part of the algorithm is hierarchically repeated as later described with the
flowchart (Figure 3) and an example (Figure 4). In the first repetition, C(i) equals C(1)

calculated in step 6.

C(i) =
|B(i)

1 |C
(i)
1 + |B(i)

2 |C
(i)
2

|B(i)
1 |+ |B

(i)
2 |

. (3)

The function SymmetryTest returns either symmetric or non-symmetric. If the claims
given in (4) are valid, the returned value is symmetric. The first claim states that the
two centroids are equidistant from the testing axis/plane S. The second claim says
that the line through the centroids is perpendicular to S, and the third claim checks
whether the subsets B(i)

1 and B(i)
2 are balanced with respect to S, so that the common

centroid is on S. All three conditions are necessary because they are independent of
each other. Function d, as used in (4), calculates a non-negative distance between two
points, or between a point and S.

|d(C(i)
1 , S)− d(C(i)

2 , S)| ≤ δ∧

|d(C(i)
1 , S) + d(C(i)

2 , S)− d(C(i)
1 , C(i)

2 )| ≤ δ∧

d(C(i), S) ≤ δ.

(4)

The reflection symmetry is not confirmed in the situation shown in Figure 2b as
relation (4) is not satisfied. The function SymmetryTest returns the value non-symmetric
and the algorithm moves to step 11.

10. Sets B(i)
1 and B(i)

2 are further split by the line/plane perpendicular to S. With each
split, i is incremented. The function SymmetryTest is repeatedly called for a split pair
of subsets until the threshold for the division is reached (a suitable threshold is 2 m,
for example) or the function returns non-symmetric. If symmetric is returned in all
runs of the SymmetryTest, the object is considered symmetric in the actual orientation,
and the rotation angle (two angles in 3D) of the symmetry axis/plane is stored.

11. S is rotated for a small angle α (e.g., α = 1◦) and the algorithm returns to step 9 if
not all rotation positions have been checked yet. Otherwise, the algorithm verifies
whether at least one angle was stored in the previous steps. The object is declared to
be symmetric in this case, otherwise it is non-symmetric.

The situation displayed in Figure 2c is reached after some consecutive rotations of S.
The algorithms continue with step 8 after each rotation. Set B(1) is divided into subsets B(1)

1

and B(1)
2 ; for them, the centroids are calculated, and the function SymmetryTest is invoked,

which returns symmetric. Sets B(1)
1 and B(1)

2 are then split by the line perpendicular to S,
and two pairs of subsets are obtained (in the concrete case shown in Figure 2d, the green
line is perpendicular to S and two pairs of boundary sets are obtained (B(2)

1 , B(2)
2 ) and (B(3)

1 ,

B(3)
2 )). The process is repeated at first for the pair of sets B(2)

1 and B(2)
2 . The centroids C(2)

1

and C(2)
2 are calculated (see Figure 2d). As the function SymmetryTest returns symmetric,

the sets are divided again. Figure 2e shows the next subdivision of the region indexed
with i = 2, i.e., containing B(2)

1 and B(2)
2 , into regions with i = 4 and i = 5. Finally,

the current rotation slope of the symmetry axis is stored as SymmetryTest=symmetric after
all subdivisions. G is thus declared symmetric.

The flowchart of the proposed algorithm is shown in Figure 3. Its most demanding
phase is analysed step by step through the example in the continuation.
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i = i + 1
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f)

g)

h)

i)

e)

j)

k)
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(i)

1 in B
(j+1)

1 B
(j+2)
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Split B
(i)

2 in B
(j+1)
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q)

r)

s = symmetric
Split
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enough

NO
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OBJECT IS SYMMETRIC

Rotation

finished

YES
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NO

Any angle 
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NO

YES

NO

l)
n)

t)

v)

x)

z)

y)

YES

s=SymmetryTest(B
(i)

1,B
(i)

2 , δ )S,

Construct uniform grid

Sample points from object's boundary, map the 

points into grid and determine boundary B
(1)

C =Centroid(B   
(1)

)
(1)

Set origin of coordinate system in C
(1)

B
(1)

1 B
(1)

2andSplit       intoB
(1)

with S

m)

Initialise rotation angle/angles and
set testing symmetry axis/plane S

o)

u)

w)

s)

min max

i = imax

maxmin

i > imax

maxmin

START

STOP

Figure 3. Flowchart of the proposed algorithm for reflection symmetry detection.

Blocks a–e of the flowchart correspond to the described steps 1–5, respectively. Blocks
f and g represent step 6, and block h corresponds to step 7. At this point, the algorithm
enters a loop in which the testing symmetry axis/plane S is gradually rotated (block w)
and the symmetry is separately checked for each rotated position. Block i divides the set
of the object’s boundary cells into two subsets on opposite sides of S (step 8), and block k
then checks whether they are symmetric with respect to S (step 9).

The symmetry test is performed hierarchically as the problem is gradually split into
smaller sub-problems which are then subjected to the same testing procedure. The use
of recursion allows for a straightforward easy-to-understand solution. The considered
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hierarchical process may be represented by a binary tree (see Figure 4), and the recursion in
its common, stack-based form traverses this tree in a depth-first manner, which, however,
does not completely follow the concept set out in the above step 10. On the other hand,
the iterative algorithm from Figure 3 governs the splitting process and the order of perform-
ing the symmetry tests in a slightly complex way by the three loop control variables i, imin,
imax, and auxiliary j, but it implements the breadth-first (level-order) traversal—BFT, which
turned out to be more preferable for our purpose. If a considered object is symmetric, then
both solutions lead to the same result, and a complete traversal to some predefined tree
height is required in both cases. In the case of an asymmetric object, however, the depth-first
traversal may unnecessarily probe to great depths the branches representing symmetrical
parts even though the possibility of symmetry could be disproved at higher hierarchical
levels by testing a few bigger split parts of the entire object only.

Let us explain the BFT operation in more detail using the example in Figure 4. Parts
of the same example are already shown in Figure 2c–e where, however, the focus was on
the positions of the centroids, while here we stress the role of the loop control variables.
To make the presentation easier and clearer, the grid was removed, and the images were
rotated by 45°. We will also use a slightly simplified terminology, as instead of talking about
the splitting and testing sets of boundary cells, we will talk about splitting and testing the
nodes that represent these sets.

i = 1
i = 2

i = 3

i = 7

i = 5

i = 4

i = 6

i = 14

i = 8

i = 12

i = 11

i = 10

i = 9

i = 13

i = 15

imin = 1

imax = 1

imin = 2

imax = 3

imax = 7

imin = 4

imax = 15

imin = 8

Figure 4. Example of performing a symmetry test on gradually split segments in breadth-first order.

Each tree level corresponds to a complete execution of the loop indicated by the
termination condition in block m. The considered object (butterfly) is symmetric, so the
loop is not exited at any tree level by an early termination condition in block l. Within the
loop, i increases from imin to imax. The control is then transferred to the hatched block on
the right side of Figure 3, where the next tree level is established by splitting each leaf
node into two halves (step 10) and adjusting imin and imax accordingly. Note that the left
and the right half of each node image are split separately in blocks p and q, respectively.
The operations at each of the four levels of the considered example are illustrated in the
continuation. For simplicity, a node with index i will be labelled Ni.

• Level 0 (root level). Block i sets both, imin and imax to 1 and initialises i = imin = 1.
After a single iteration, the loop termination condition in block m is true, and the
hatched block is entered. Blocks p and q split the root node N1 into N2 and N3.
The loop indicated by termination condition s is exited with i = 2, imax = 1, and j = 3.
Accordingly, block t sets imin = 2 and imax = 3, making the next tree level ready
for processing.

• Level 1. Nodes N2 and N3 are both successfully tested for symmetry before the loop
termination condition in block m becomes true. Blocks p and q within the loop in the
hatched block split N2 into the pair of nodes (N4, N5) and N3 into (N6, N7). The loop is
exited with i = 4, imax = 3, and j = 7. Accordingly, block t sets imin = 4 and imax = 7.
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• Level 2. Nodes N4–N7 are all successfully tested for symmetry before the loop termina-
tion condition in block m becomes true. Blocks p and q within the loop in the hatched
block split N4 into (N8, N9), N5 into (N10, N11), N6 into (N12, N13), and N7 into (N14,
N15). The loop is exited with i = 8, imax = 7, and j = 15. Accordingly, block t sets
imin = 8 and imax = 15.

• Level 3. Nodes N8–N15 are all successfully tested for symmetry before the loop termi-
nation condition in block m is true. This depends on the predefined splitting threshold
tested in the loop termination condition n, whether the algorithm proceeds to the
hatched block to split these nodes further or it terminates the symmetry test for the
considered rotated position of S.

Obviously, blocks p and q always split node Ni into N2i and N2i+1, which is, of course,
an expected result for the complete binary tree (where each internal node has two children,
and all leaves are at the same level). This suggests that we could dispose of not only of the
auxiliary variable j, but also of imin and imax. However, we abandoned this modification
as it prevents another more important adaptation: namely, the algorithm in its current form
can easily be adapted to avoid extending empty nodes which do not contain any boundary
cells. This can be done by embedding blocks p and q and the statement j = j + 2 from
block r into an if clause, which checks the cardinalities of B(i)

1 and B(i)
2 before splitting.

The remaining blocks u–z of the flowchart in Figure 3 simply conclude the algorithm
by performing the last step 11.

The proposed algorithm works for open or closed geometric shapes, and the latter can
contain holes, which may even be nested. The algorithm can work in three modes with
minor modifications:

Mode A: All symmetry axes/planes in G are determined within the granularity α.

Mode B: The first found symmetry axis/plane is returned.

Mode C: The algorithm determines the closest axis/plane to the ideal symmetry axis/plane
for non-symmetric G. It searches for S where the Euclidean distance between C(1)

2

and the mirrored image of C(1)
1 across S is the smallest.

3.1. Algorithm Acceleration

The algorithm presented in Figure 3 is generally quite slow, so speed-ups are needed
to make it usable in practice and competitive with the existing methods. The algorithm
processes the individual rotated positions of the object independently, splitting the set
of boundary cells B(1) into B(1)

1 and B(1)
2 with respect to S in time O(|B(1)|). After that,

for each pair of B(i)
1 and B(i)

2 , starting with i = 1, the algorithm sequentially:

1. Computes the centroids of B(i)
1 , B(i)

2 , and B(i) = B(i)
1 ∪ B(i)

2 in time O(|B(i)|).
2. Evaluates inequality (4) in time O(1).

3. Splits B(i)
1 and B(i)

2 perpendicularly to S into two pairs of subsets in time O(|B(i)|).
Let:

• l be the number of hierarchical levels of execution of the algorithm.
• lmax indicate the maximum value of l.

• i(h)min and i(h)max, 1 ≤ h ≤ l, be the start and end index i of B(i)
1 , B(i)

2 , and B(i) at level h.
• α stand for the granularity of the slope increment of S.
• D be the dimension (D ∈ {2, 3}).
• Diagonal be the length of the diagonal of the bounding box int 3D or a bounding

rectangle in 2D.
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For each hierarchical level h:

i(h)max

∑
i=i(h)min

|B(i)
1 | = |B

(1)
1 |,

i(h)max

∑
i=i(h)min

|B(i)
2 | = |B

(1)
2 |, and

i(h)max

∑
i=i(h)min

|B(i)| = |B(1)|.

(5)

As a consequence of (5), the total time complexity of computing centroids and subset
splits at each hierarchical level h is O(|B(1)|). This is also the total time complexity of all three
listed operations for level h as the evaluations of (4) only require O(i(h)max − i(h)min + 1) time.

The maximum number of hierarchical levels lmax is reached when splitting is performed
to the threshold of 2m (see Equation (1). Then, at the leaf level (see Figure 4), we have at most
Diagonal/(2m) subsets. A complete binary tree has 2lmax−1 nodes at the leaf level leading
to (6):

2lmax−1 =
Diagonal

2m
. (6)

This gives (7):

lmax = log2
Diagonal

m
. (7)

The upper bound of the processing time for each object position is, therefore, O(|B(1)| log
Diagonal

m ). The number of all rotated positions is
(

180
α

)(D−1)
, and the worst-case time com-

plexity of the algorithm from Figure 3 is described by (8).

Tworst = O

((
180
α

)(D−1)
|B(1)| log

Diagonal
m

)
. (8)

D and Diagonal are of course part of the problem definition and cannot be changed.
The logarithmic factor has the smallest impact on Tworst and besides this, the threshold 2m
affects the accuracy of the symmetry detection. Therefore, speed-ups must be primarily
designed by increasing step α, or by downsampling B(1), at least in the individual phases
of the algorithm.

3.1.1. Dual-Resolution Grid

Two uniform grids in different scales are formed in the initialisation step: the rough
UR and the coarse U. The density of the uniform grid is controlled by parameter r in (1);
r = 1000 is used for constructing U and r = 100 for UR. G is initially embedded into both
grids and two sets of boundary cells are obtained: BR from the UR and B from U. Certainly,
|BR| ≤ |B|. The algorithm switches between both grids for each slope of the test axis/plane
S in the following way:

• It starts with BR, splits it into BR1 and BR2, and runs SymmetryTest(BR1, BR2, S, δ).
• If the SymmetryTest returns symmetric, the algorithm switches to U and gradually

considers the split sub-problems until SymmetryTest = non-symmetric or the subdivision
threshold is reached.

3.1.2. Variable Granularity of the Testing Axis/Plane

Incrementing the slope of S for equal steps is time-consuming when S is far from
symmetric. However, these steps can be made variable, as explained in the continuation.
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Figure 5. Four rasterised shapes: (a) glass; (b) butterfly; (c) circle; and (d) hand—to demonstrate
variable granularity.

Let C(1)
1 be a mirrored copy of C(1)

1 across S and let vc be a vector connecting C(1)
2

and C(1)
1 . Another vector vs is placed on S with the tail at the origin (see Figure 5). vs is

a vector of length of m
2 initially pointing in the positive y direction, and rotates together

with S. The line l (or the plane in 3D), perpendicular to vs and passing through the origin,
divides the plane/space into two half-planes/half-spaces (l is plotted in Figure 5a). Its role
is explained subsequently.

Let us suppose that S smoothly rotates around the origin. The length |vc| is reducing
as S approaches the symmetric position. It becomes zero exactly at the symmetry, and when
it leaves it, |vc| starts to increase again. Furthermore, after passing the symmetric position,
vc changes the half-plane defined by vs.

We can therefore observe the sign sg obtained from the dot product of vectors vc and
vs according to (9). When both vectors point in the same half-plane, sg is positive, it is
otherwise negative. If |vc| is zero, then sg is also zero.

sg = sgn(vc · vs) (9)

Checking the sign sg appears useful for the detection of whether the symmetric
position has been overlooked. However, two questions should be investigated:

• Does observing sg prevent false positives?
• Does observing sg prevent false negatives?

The answers are obtained by considering Figure 6, where curves show the signed
length sL of vc, defined in (10).

sL = sg |vc|. (10)
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First of all, it can be observed that the curves sL are not smooth but only have C0

continuity. The reason for this is the introduction of the uniform subdivision in the ini-
tialisation phase of the algorithm. In addition to the noticeable rounding errors (e.g., the
vc of the circle is not zero in Figure 5c) which causes the unsmooth change of sL even
if S moved fluently. For example, the sign sg changes 12 times for the object glass and
9 times for the object butterfly (see Figure 6a,b), indicating 12 and 9 possible symmetric
positions, although only 1 exists in both objects, as we see in Figure 5. Furthermore, sL for
the non-symmetric object hand indicates two symmetric positions. Obviously, observing
just sg is not resistive to false positives. However, they can easily be refused by applying
the algorithm from Figure 3 to zones where the changes of sg are detected.

Let us observe Figure 6c, showing sL for the object circle. The sL should be zero all
the time as the circle has infinite symmetries. Unfortunately, due to the already described
uniform subdivision effect, sL also only has in this case C0 continuity. This, however, can
also lead to the false negative scenario. For example, if the slopes of S at 22◦ and 67◦ are
tested after each other, they both give the positive sign sg, which leads to the conclusion
that there is no symmetric scenario in between. This is the reason why just observing the
sign sg is not enough. However, Figure 6 shows that the dangerous situation for the false
negatives only appears for small values of sL. Therefore, we consider both the sign sg
and the length sL. As the cell in the uniform subdivision is of size m, the iteration of the
algorithm from Figure 3 for the corresponding rotation of S is executed when |sL| <

√
2 m.

The situation in 3D is identical with only one difference; vector vs defines the half-space.

(a) (b)

(c) (d)

Figure 6. Graph of the signed distances sL with respect to the slope of S for (a) glass; (b) butterfly;
(c) circle; and (d) hand.
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3.1.3. Parallelisation

The presented algorithm, either in its basic or accelerated form with the dual-resolution
grid and/or variable granularity techniques, changes the slope of the testing axis/plane
and repeats the same calculations independently, which is ideal for parallel processing.
Figure 7 shows the adaptation of data for this purpose. Boundary cells’ coordinates B(1)

are stored in an array. Each thread Tτ , 1 ≤ τ ≤ t, where t is the number of available threads
has its own array of indices, pointing into the array with the boundary cells B(1). Each
thread then processes its own candidate for the symmetry axis/plane. Splits of cells by
S are not performed on the B(1) array, but on the corresponding arrays of indices. Two
instances of the represented data structures, each representing the specific grid, are used in
the case of the dual-resolution grid. OpenMP [47] was used for parallel implementation.

B(1)
(x , y , z )1 1 1 (x , y , z )2 2 2 (x , y , z k k k )(x , y , z )1 1 1 (x , y , z )2 2 2 (x , y , z k k k )(x , y , z )3 3 3

1T1 2 3 k

1T2 2 3 k

1Tt 2 3 k

Figure 7. Organisation of data for parallel execution.

4. Results

The proposed algorithm [48] for reflection symmetry detection was intensively tested
on a large number of 3D objects obtained from [49–51], 20 of which are considered in detail
in this section. They are shown in Figure 8, while details about their properties, important
for our algorithm, are given in Table 1. All objects were first tested in Mode A where
the algorithm classified the twelve objects as symmetric, four of which have more than
one symmetric plane, while the remaining eight objects were marked as non-symmetric.
The results of the algorithm for symmetric objects with only one symmetric plane are
shown in Figure 9. Figure 10 gives the results for the objects trophy (two symmetries),
ornate frame (six symmetries, but only three are shown), and rugby ball (with infinitely
many symmetric positions, but only three are shown). The object apple, also with infinitely
many symmetric positions, is not shown. Mode C was then used on the objects declared as
non-symmetric to find the nearest symmetry plane for each of them. The results are shown
in Figure 11. The obtained nearest symmetry planes were compared with the algorithm
proposed by Hruda et al. [27] and an adequate correspondence was obtained.
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Alpaca Apple Astronaut Buddha

Butterfly Cup of coffee Dolphin Female bust

Flamingo Homer Kangaroo Male bust

Ornate frame Race car 1 Race car 2 Rugby ball

Seahorse Skeleton Spider Trophy

Figure 8. Tested geometric objects.

Table 1. Information about geometric objects used in the experiments.

Object |B(1)| Symmetric?

Alpaca 1,322,413 X
Apple 1,898,806 XX

Astronaut 2,381,281 ×
Buddha 1,815,195 ×
Butterfly 1,602,828 X

Coffee cup 3,717,007 X
Dolphin 836,102 X

Female bust 1,703,742 ×
Flamingo 431,892 ×

Homer 1,234,423 X
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Table 1. Cont.

Object |B(1)| Symmetric?

Kangaroo 836,738 ×
Male bust 2,035,006 ×

Ornate frame 1,304,854 XX
Race car 1 3,490,257 ×
Race car 2 2,908,840 ×
Rugby ball 951,947 XX
Seahorse 709,877 X
Skeleton 560,303 X
Spider 1,374,073 X
Trophy 3,369,891 XX

X: symmetric; XX: multiply symmetric; ×: non-symmetric.

Figure 9. Result of the algorithms: symmetric objects with a single plane of symmetry.

Figure 10. Result of the algorithms: some objects with multiple symmetries.
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Figure 11. Result of the algorithms: the nearest symmetry plane for non-symmetric objects.

Table 2. CPU times in seconds by applying different algorithms.

Object Single Thread Multi-Threaded
Basic Accelerated Basic Accelerated Referenced

Alpaca 299.15 0.374 28.03 0.044 0.230
Apple 424.50 0.430 42.27 0.151 0.193

Astronaut 267.21 0.592 52.89 0.077 0.254
Buddha 407.90 0.564 40.24 0.133 0.431
Butterfly 353.86 0.360 36.19 0.046 0.167

Coffee cup 839.88 0.426 84.38 0.079 0.187
Dolphin 180.64 0.195 12.88 0.044 0.245

Female bust 376.64 0.345 37.51 0.045 0.205
Flamingo 94.18 0.123 6.69 0.047 0.418

Homer 272.52 0.376 24.76 0.053 0.212
Kangaroo 178.29 0.292 13.01 0.122 0.240
Male bust 458.27 0.495 45.07 0.070 0.201

Ornate frame 285.33 0.341 27.76 0.094 0.164
Race car 1 800.70 1.025 78.67 0.123 0.208
Race car 2 663.49 0.850 65.49 0.097 0.215
Rugby ball 208.03 0.235 15.21 0.096 0.222
Seahorse 149.60 0.142 11.04 0.034 0.308
Skeleton 117.73 0.067 8.66 0.021 0.302
Spider 312.45 0.403 30.12 0.048 0.199
Trophy 755.17 0.608 75.77 0.090 0.202

The algorithm’s computational efficiency was finally tested. The average spent CPU
times of 10 runs are given in Table 2. The algorithm was tested in a single thread while
running in Mode A (i.e., when all possible symmetry planes were determined), or Mode C,
when the nearest S was searched for. The direct implementation of the algorithm from
Figure 3, named basic, was tested first. As expected (see the explanation at the beginning of
Section 3.1), the run-time depends on the number of boundary cells B(1) used to represent
the geometric object and the number of symmetry planes. Without a doubt, the basic ap-
proach is slow. However, applying the acceleration techniques, including the rough/coarse
grids and the variable granularity of testing slopes, significantly changes the situation
(see the column accelerated under single thread in Table 2). The acceleration is drastic in
comparison to the basic algorithm.

The parallel version of the algorithm was finally used. This time the proposed
approach was faced against the parallel version of the algorithm published in 2022 by
Hruda et al. [27] (considered as referenced in Table 2). Both algorithms (the proposed one
and the referenced one) were run on the same personal computer with an AMD Ryzen 9
5900X processor with 12 cores and 24 threads. The computer had 64 GB RAM. The tests
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were executed on a Linux KUbuntu 21.10 (Kernel 5.13.0-30). As can be seen from the results,
the proposed algorithm was faster in all testing cases.

A parametric surface generated by the SURFMOD application [52] was used to demon-
strate the universality of the algorithm. The surface shown in Figure 12a was sampled
and the obtained points were mapped onto |B(1)| = 624,538 voxels. The surface has four
global reflection symmetries, two of them are shown in Figure 12b,c. The basic single
thread version of the algorithm took 129.06 s, while the Accelerated one terminated in just
0.321 s. The multi-threaded version was considerably faster: the basic version took 9.56 s,
the accelerated version took 0.035 s, and the referenced algorithm required 0.381 s.

(a) (b) (c)

Figure 12. An application of the algorithm on the parametric surface: (a) the surface with shown
control mesh; (b,c) found global reflection symmetries.

5. Discussion

Humans (and even some animals) consider symmetric objects as natural and beau-
tiful [53], and therefore the symmetry has been considered from many various aspects.
However, computers do not have the ability to see and to estimate symmetry. Various
approaches to this task were suggested in the past, and these were reviewed in Section 2
of this paper. Section 3 introduced the new hierarchical approach for global reflection
symmetry detection. This basic approach, however, makes the algorithm extremely gen-
eral, as it works for 2D or 3D geometric objects, which can be closed or not and may also
containing holes or not. Unfortunately, the direct implementation of the basic algorithm
turns out to be slow, as shown in Table 2. Therefore, three acceleration techniques were
introduced in this paper. The first one uses the dual-resolution grid, while the second
one uses the variable granularity of rotating the testing axis/plane. Table 2 confirms that
the acceleration is dramatic, and achieves almost a factor of 1000. For geometric objects
represented by more than 1,000,000 boundary cells, the algorithm found the position of the
symmetry plane in less than half a second in all the testing cases. The proposed algorithm
was then parallelised and an additional reduction in CPU time was achieved in this way.
The algorithm was compared with the state-of-the-art and achieved the same results with a
shorter CPU time.

Future work will go in two directions. Firstly, additional acceleration techniques
will be considered, and secondly, finding the symmetries in voxel-based data will be
investigated for medical applications.
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